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Message from the Workshop Organizers
Welcome to MCHPC’17 workshop! Memory systems of existing and emerging computers
have been becoming increasingly complex in recent years. The organizers of this
workshop believe it is important to elevate the notion of memory-centric programming to
utilize the unprecedented and ever-elevating modern memory systems. Memory-centric
programming refers to the notion and techniques of exposing the hardware memory
system and its hierarchy, which could include NUMA regions, shared and private caches,
scratch pad, 3-D stack memory, and non-volatile memory, to the programmer for extreme
performance programming via portable abstraction and APIs. The objectives of this
workshop are to bring together researchers working in this area and discuss the state- ofthe-art developments in the field.
The detailed workshop program is indicated in the previous page. We would like to thank
all authors who submitted papers to this workshop. Special thanks go to the program
committee members for providing us with high-quality reviews under tight deadlines. For
each submitted paper, we were able to collect at least three reviews. Based on the
reviews and discussion among the PC members, a set of two regular papers and one
short papers were selected.
We are extremely thankful to our Keynote speaker, Vivek Sarkar from Georgia Tech and
our Invited speaker Andy Rudoff from Intel Corporation. Our special thanks to SIGHPC
and ACM for publishing the proceedings of the workshop. It has been a pleasure to work
with Almadena Chtchelkanova and Luiz DeRose (SC ’17 Workshop Chairs) to get this
workshop organized. Last but not the least, our sincere thanks are due to the attendees,
without whom this conference would not be a success. We hope you will enjoy the
program!!
Yonghong Yan, Ron Brightwell and Xian-He Sun, Workshop Organizers and Program
Chairs
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Keynote Talk:
Compiler and Runtime Challenges for Memory Centric Programming
Vivek Sarkar (Georgia Institute of Technology)
Abstract:
It is widely recognized that a major disruption is under way in computer hardware as
processors strive to extend, and go beyond, the end-game of Moore's Law. This
disruption will include new forms of processor and memory hierarchies, including nearmemory computation structures. In this talk, we summarize compiler and runtime
challenges for memory centric programming, based on past experiences with the X10
project at IBM and the Habanero project at Rice University and Georgia Tech. A key
insight in addressing compiler challenges is to expand the state-of-the-art in analyzing
and transforming explicitly-parallel programs, so as to encourage programmers to write
forward-scalable layout-independent code rather than hardwiring their programs to
specific hardware platforms and specific data layouts. A key insight in addressing runtime
challenges is to focus on asynchrony in both computation and data movement, while
supporting both in a unified and integrated manner. A cross-cutting opportunity across
compilers and runtimes is to broaden the class of computation and data mappings that
can be considered for future systems. Based on these and other insights, we will discuss
recent trends in compilers and runtime systems that point the way towards possible
directions for addressing the challenges of memory centric programming.
Vivek Sarkar (Georgia Institute of Technology):
Vivek Sarkar is a Professor in the School of Computer Science, and the Stephen Fleming
Chair for Telecommunications in the College of Computing at Georgia Institute of
Technology, since August 2017. Prior to joining Georgia Tech, Sarkar was a Professor of
Computer Science at Rice University, and the E.D. Butcher Chair in Engineering. During
2007 - 2017, Sarkar built Rice's Habanero Extreme Scale Software Research Group with
the goal of unifying parallelism and concurrency elements of high-end computing,
multicore, and embedded software stacks (http://habanero.rice.edu). He also served as
Chair of the Department of Computer Science at Rice during 2013 - 2016.
Prior to joining Rice in 2007, Sarkar was Senior Manager of Programming Technologies
at IBM Research. His research projects at IBM included the X10 programming language,
the Jikes Research Virtual Machine for the Java language, the ASTI optimizer used in
IBM’s XL Fortran product compilers, and the PTRAN automatic parallelization system.
Sarkar became a member of the IBM Academy of Technology in 1995, and was inducted
as an ACM Fellow in 2008. He has been serving as a member of the US Department of
Energy’s Advanced Scientific Computing Advisory Committee (ASCAC) since 2009, and
on CRA’s Board of Directors since 2015.
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ABSTRACT

KEYWORDS

The memory wall challenge ś the growing disparity between CPU
speed and memory speed ś has been one of the most critical and
long-standing challenges in computing. For high performance computing, programming to achieve efficient execution of parallel applications often requires more tuning and optimization efforts to
improve data and memory access than for managing parallelism.
The situation is further complicated by the recent expansion of the
memory hierarchy, which is becoming deeper and more diversified
with the adoption of new memory technologies and architectures
such as 3D-stacked memory, non-volatile random-access memory
(NVRAM), and hybrid software and hardware caches.
The authors believe it is important to elevate the notion of
memory-centric programming, with relevance to the computecentric or data-centric programming paradigms, to utilize the unprecedented and ever-elevating modern memory systems. Memorycentric programming refers to the notion and techniques of exposing
hardware memory system and its hierarchy, which could include
DRAM and NUMA regions, shared and private caches, scratch pad,
3-D stacked memory, non-volatile memory, and remote memory, to
the programmer via portable programming abstractions and APIs.
These interfaces seek to improve the dialogue between programmers and system software, and to enable compiler optimizations,
runtime adaptation, and hardware reconguration with regard to
data movement, beyond what can be achieved using existing parallel programming APIs. In this paper, we provide an overview of
memory-centric programming concepts and principles for high
performance computing.

Memory-Centric Programming, Abstract Machine Model, Explicit
Data Mapping, Data Consistency

CCS CONCEPTS
· Computing methodologies → Parallel computing methodologies; Concurrent computing methodologies; · Theory of computation → Concurrency;
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INTRODUCTION

The memory wall challenge ś the growing disparity between CPU
speed and memory speed ś has been one of the most critical and
long-standing challenges in computing. To combat the memory
wall, both hardware and software techniques have been extensively
developed for hiding latency and improving bandwidth utilization,
including multi-level cache architectures, memory interleaving,
software and hardware prefetching, software locality optimizations,
and vector and hardware thread parallelism. While these techniques
have been proven to be effective in containing the memory wall,
the results vary significantly between applications and architectures [7, 9ś12, 21]. For high performance computing, programming
to achieve efficient execution of parallel applications often requires
more tuning and optimization efforts to improve data and memory access than for managing parallelism, which often results in
creating applications that are not performance-portable.
More recently, memory systems have become another wave
of increasing complexity in computing, on top of the dramatically increased parallelism and heterogeneity in hardware. New
memory technologies and architectures have been introduced into
the conventional memory hierarchy, e.g. 3D-stacked memory [17,
22], NVRAM [18], and hybrid software/hardware cache architectures [16, 19]. In Table 1, we list in the last three rows the three
main memory technologies that are recently being made into commercial products. These technologies and architecture advances
improve memory performance (latency, bandwidth, and power consumption) and provide more options for users to optimize memoryintensive applications for optimal performance; however, they require significant programming efforts to use them efficiently.
For HPC, the performance challenge of parallel applications is
often concerned with the tension between programmability, efficiency, and complexity when using these memory systems. A
portable parallel programming framework that addresses the existing memory wall challenge and is able to sustain the emergence of
new memory technologies and architectures for parallel processing
is still needed.
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Memory Types
SRAM and Cache (L1, L2 and L3)
DRAM
Stacked DRAM (HMC and HBM)
NAND NVRAM
3D XPoint (Intel and Micron)
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Read Latency (ns)

Write Latency (ns)

2-8

2-8

Bandwidth (GB/s)

Dynamic Power

50 - 200

50 - 200

25

40 - 90

40 - 90

400

100us

2-3ms

1GB/s for read and 10MB/s
for write

2-3x slower than DRAM

4-6x slower than DRAM

Leak Power

Density

High

10s MB

byte

Medium

Medium

10s GB

Block/word

Low

Medium

10s GB

Block or Page

Low

100s GB

Block or Page

Low

Low for read; high for write

Addressability

8-10x of DRAM

Table 1: Comparison of memory technologies (data collected from Wikipedia and publications [1, 16, 25]): Stacked DRAM
provides much higher bandwidth than DRAM. NVRAM and 3D XPoint have much higher write latency than read latency.

2.1

Comparison with Other Programming
Models

The principles behind memory-centric parallel programming that
differentiate it from compute- and data-centric programming are
the use of portable interfaces for representing the memory hierarchy and for directly programming a memory system, and the notion
and interface for explicit data placement, data movement, and consistency enforcement between memories and memory regions. In
Figure 1, we compare the available parallel APIs and highlight the
position of memory-centric programming in the taxonomy.
Memory-centric programming uses explicit shared data accesses
and partitioning, as opposing to implicit data access of intra-node

Shared Data Access
PGAS
(UPC, CAF)

Charm++
OpenMP
offloading

Explici
t

MEMORY-CENTRIC PROGRAMMING

HPF

Memory Centric
Programming

MPI 3
MPI 1 and 2

X10,
Chapel
Cilk
Implicit
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Memory-centric programming, in contrast to compute-centric or
data-centric programming paradigms, refers to the notion and techniques of exposing hardware memory system and its hierarchy,
which could include DRAM and NUMA regions, shared and private
caches, scratch pad, 3-D stacked memory, non-volatile memory
and remote memory to the programmer via portable programming
abstractions and APIs. These interfaces, such as for explicit memory
allocation, data movement, and consistency enforcement between
memories, enable explicit and fine-grained manipulation of data objects in different memories for extreme performance programming.
These interfaces seek to improve the dialogue between programmers and system software, and to enable compiler optimizations,
runtime adaptation, and hardware reconfiguration with regard to
data movement, beyond what can be achieved using existing parallel programming APIs. The interfaces should also be abstract
enough to sustain the emergence of new memory technologies and
architectures for parallel processing, and also allow for architectural
extensions for compiler to apply agreesive locality optimization.
This concept has been partially adopted in mainstream programming interfaces: place in OpenMP and X10, and locale in Chapel to
represent memory regions in a system; shared modifier in CUDA
and cache modifier in OpenACC for representing GPU scratch
pad SRAM; the memkind library and the recent effort for OpenMP
memory management for supporting 3-D stacked memory (HBM or
HMC); and the PMEM library for persistent memory programming.

OpenMP
Tasking

OpenMP
workshare

PThread, C++ 11
thread

C++ 11
future

Implicit (Runtime System)
Inter-node

CUDA,
OpenCL

Explicit (User)

Parallelism
Mapping

Intra-node

Figure 1: Classifying programming models with two taxonomies: shared data access (implicit or explicit) and managing/mapping parallelism (implicit or explicit)1
threading model such as OpenMP2 . Implicit data sharing simplifies shared data access, promising better productivity than using
explicit data access, yet more performance tuning and optimization
efforts are needed for scaling beyond hundreds of cores [14, 20]. For
comparison with inter-node or hybrid programming models, such
as X10 [3], Chapel [2] and PGAS languages (HPF and UPC), the
interfaces should be designed to differentiate vertical (caching) and
horizontal (data copy) data movement in the memory hierarchy,
and permit relaxed data consistency for achieving more aggressive
latency hiding and data-computation overlapping than achievable
by using the sequential data consistency model, which is assumed
by most parallel programming models.
It is important to discuss the differences between memory-centric
and data-centric programming such as Legion [8, 24]. In a Legion
program, data and access to the data is organized using logical regions, which are mapped to hardware memory locations at runtime.
Memory-centric programming provides APIs for directly mapping
data to a memory system represented, thus eliminating the logical
layer and reducing the overhead of the indirection.

3

MEMORY-CENTRIC PROGRAMMING
PRINCIPLES

We have identified four principles for creating memory-centric
parallel programming models.
1A

similar comparison with four taxonomies (task identification, task mapping, data
distribution, and communication mapping) was presented in the Berkeley View of
Parallel Computing Landscape [6].

2 OpenMP has shared and private clauses for annotating whether a new copy of a
variable should be created or not for a thread. For shared-attribute data, the semantics
of OpenMP still follow implicit data access approach.
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3.1

Formal Abstract Machine Models

The foremost innovation of memory-centric programming is the
use of a formal specification for representing computer system
architecture including the memory systems across the programming software stack. An abstract machine model is one such option
that provides conceptual models for hardware design, performance
modeling, and compiler implementation [4, 5, 13, 15]; however, the
model needs to be in a formal specification for parallel programming. For the hardware memory hierarchy, a tree-based abstract
machine model is a natural choice. For example, our preliminary
work of the hierarchical place tree (HPT) [27] has been used as
a portable interface for programming tasks and data movement.
An HPT for a real machine represents a necessary subset of the
machine attributes that are important for parallel programming and
performance optimization according to specific requirements. To
illustrate this for a 4 CPU NUMA node (e.g. the 24-core Cray XE6),
we created three distinct HPTs shown in Figure 2:a-c. Figure 2:c
gives a flat HPT abstraction in which each core has uniform and
direct access to the main memory. Figure 2:a, in contrast, gives a
full abstraction of the memory system, including the interconnect.
Based on this view, optimizations with respect to both the node
architecture (e.g. improving locality through shared L3 cache) and
the core microarchitecture (e.g. loop tiling according to the L2/L1
cache size) may be performed. Figure 2:b presents an intermediate
view where caches and the interconnect are hidden, but not the
NUMA region. Figure 2:d shows how an existing heterogeneous
platform could be abstracted using the HPT model. In Figure 2:e,
we show a sample design of the HPT APIs for memory-centric
programming to implement hybrid tiling and parallelism for matrix
multiplication. The distribute construct describes horizontal data
distribution of the mapped arrays between sibling places.
An HPT can be parameterized differently for programmers, the
compiler, and the runtime system to expose only the aspects of the
machine that are important or relevant to each. A formal specification and usage model will significantly help produce portable code
and improve program readability for architecture-specific optimizations. For example, memory optimization techniques for improving
cache data locality, e.g. tiling, can be formally specified in a program using the HPT and explicit data mapping interfaces. For the
compiler and the runtime, a parameterized HPT can be used for
machine-aware compilation and data/locality-aware scheduling.

3.2

Explicit Data Operations and Memory
Association

Using imperative programming languages, data has its program or
domain view (e.g. array or scalar variable declaration). It then is associated with virtual memory, e.g. through heap memory allocation.
Physical memory association happens often upon data accesses, a
typical case of first-touch policy. Data access incur both physical
page allocation and the actual read and write, which are all part of
computation statements and implicit. The design principles for data
placement, mapping and access in memory-centric programming
are to make those operations explicit by using either new interfaces
or annotating existing operations. Source and destination memories or regions, which are represented using the abstract machine
model, should be specified in those interfaces to allow for direct
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manipulation of data objects in memory. These interfaces could
include APIs and annotations for 1) associating domain view of
data with memory storages when declaring data and moving data,
2) making data handling operations explicit by annotating it with
designed interfaces, and 3) binding computation with data that is
also known its memory location. As an example of this principle,
Figure 3 shows our work of extending OpenMP for specifying the
distribution of data and loops, and the alignment between data and
loop iterations for CPU, GPU and Intel Xeon Phi accelerators [26].
The results (as many as 3X speedup) show that when being given
those details about data and computation mapping, the runtime is
able to chunk parallel loops and partition array data so that overlapped processing of data copy and computation can be effectively
achieved, thus hiding the latency of data movement between CPU
and accelerator memories. Thus, we believe such an approach or
similar will be effective for programming the emerging memory
architectures including the hybrid HBM cache system in Xeon Phi,
and the page-based NVRAM software cache memory.

3.3

Relaxed Functional Semantics of Parallel
Work Units

Work units are parallel scheduling tasks that are created from the
specification of data parallelism, task parallelism, and offloading
tasks. Work units in threading programming model [23] assume
implicit data access and shared memory semantics, which limits
the compiler and runtime for assisting runtime execution for overlapping computation and data movement. Relaxed functional semantics restrict that the interaction of a work unit with its external
environment has to be explicitly specified, even through shared
memory access. For example, a task should explicitly specifying its
intended data operations on an external array (read and/or write).
This is important for the automatic generation of task dependency
graph, and the annotated read/write information will facilitate compiler optimization and improve runtime adaptation.
The introduction of map, copyin, copyout clause in OpenMP
and OpenACC for accelerators are the approach for offloading
computation since accelerators are in different memory space from
host. By extending the similar semantics to programming on hybrid
shared and discrete memory space will create portable program for
both homogeneous and heterogeneous memory systems as well as
providing more information to compiler and runtime systems for
data aware scheduling and optimizations.

3.4

Relaxed Data Consistency and Coherence
Enforcement in Different Granularity

To fully acknowledge the speed gaps between different memory
technologies of modern memory systems, parallel programming
models that permit relaxed data consistency will allow for applying
more aggressive latency hiding and data-computation overlapping
techniques than that by the sequential data consistency model,
which is assumed by most parallel programming models. Also in the
explicit data mapping principles introduced before, it enforces strict
memory consistency, i.e., data movement happens at the location
where the mapping is specified. Such a consistency model limits the
amount of overlapping that can be achieved for hiding latency. To
enable bulk data prefetching and out-of-order data movement and

MCHPC’17, November 12–17, 2017, Denver, CO, USA
P0#0$

P0#1$

P0#2$

P0#0$

P0#3$

P0#1$

P0#2$

Y. Yan et al.
P0$

P0#3$

1$

0$

P1#1$

P1#0$

P1#1$

P1#2$

P1#3$

0$

…$

5$

…$

6$

11$

12$

…$

17$

P2#18$

P1#2$

…

P3#18$

P3#23$

18$

23$

P0#0$

P0#1$

P0#2$

…

P2#5$

P2#11$

P3#0$

P3#5$

P3#11$

P3#17$

0$

5$

11$

17$

(a)$

P2#0$

…

6$

L3$Cache$

P2#$

L2$Cache$

P3#$

L1$Cache$
Computa;on$
worker$
Acc$Agent$Worker$

23$

25$

P1#1$

5$

NUMA$Region$

P1$

25$

P2#17$

0$

P0#$

P0#3$

P2#1$

P1#0$

…

P1#2$

11$

12$

(d)$

23$

Legends'
23$

P2#23$

24$

…

…$

(b)$

P1#0$

P2#0$

18$

22$

(c)$

P1#3$

…

…

…

Cache#coherent$
HT$interconnect$

P1#3$

17$

18$

…

Explicit$Mem$Link$
23$

P2#0$

GPU$Mem$

(e)

Figure 2: a, b, c: The HPTs for a 4-CPU NUMA machine, d: The HPT for a machine with 2 accelerators, and e: hybrid tiling with
parallelism for matrix multiplication using the initial HPT APIs

Figure 3: The use of distribute and AUTO and ALIGN clauses to explicitly specify data mapping, distribution and binding with
loop distributions [26]. Left figure: Jacobi example; Right figure: performance results using different loop distribution policies.
computation, the mapping interfaces needs to have more relaxed
semantics.
Thus memory-centric programming should enable relaxed data
consistency and coherence enforcement for users to explore high
degree of computation and data movement overlapping. 1) The
model does not enforce ordering of read/write of multiple regions
mapped from the same memory segment, or of even the same physical memory segment, thus allowing overlapping read/write and
write/write to the same memory segment. 2) Memory consistency
enforcements are mostly implemented as hardware memory barriers, which strictly forces the ordering of all the load and store
operations across the barrier point. The relaxed data consistency
model, if implemented using software, will allow for read-write ordering of specific locations, thus eliminating the overcommittment
of ordering that may limit the amount of overlapping of data movement. 3) If implemented as software managed, the model should
also allow for consistency and coherence in different data size, thus
the granularity. 4) Data consistency can be applied between discrete
memory spaces, such as between CPU and GPU memory, while
memory consistency is for shared memory.

4

CONCLUSION

In this position paper, we propose memory-centric parallel programming concepts for high performance computing, focusing on
addressing the challenges of existing and emerging memor systems
for extreme performance programming. We identified four principles for realizing memory-centric programming interfaces and
techniques. Our intention is to elevate the notion of memory-centric
programming in mainstream programming model and compiler
research for parallel computing. We believe it lays the foundation
for addressing the memory challenges in system software.
There are still many open problems. A major one is in the selection of language features considering the trade-off between programing complexity, difficulty of compiler and runtime implementations, and performance. The number of details exposed to programmers is the trade-off between programmability and performance.
The heuristics depend heavily on the quality of the compiler and
runtime system implementation, as well as the application. Should
the interface design follow revolutionary approach by creating new
programming languages, or evolutionary principles by extending
existingh parallel programming standard? It is a critical question
when considering migrating existing parallel applications. As for
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the data consistency model, should we choose different models
according the type of memory for which we are enforcing consistency? How should software-implemented consistency and coherence models work with hardware support for memory consistency?
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ABSTRACT
This paper provides an overview of the expected value of emerging
persistent memory technologies to high performance computing
(HPC) use cases. These values are somewhat speculative at the
time of writing, based on what has been announced by vendors to
become available over the next year, but we describe the potential
value to HPC as well as some of the challenges in using persistent
memory. The enabling work being done in the software ecosystem,
applicable to HPC, is also described.
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1

INTRODUCTION

The High Performance Computing (HPC) community has taken notice of the emerging persistent memory products in the ecosystem.
These products include non-volatile memory DIMMs (NVDIMMs)
and Intel’s persistent memory DIMM based on their 3D XPoint
media1 . We will summarize some of the more disruptive properties
of persistent memory and how HPC applications might choose
to leverage them. We will also describe the various programming
challenges and what solutions are emerging to meet them.

2 PROPERTIES OF PERSISTENT MEMORY
2.1 Definition
The term persistent memory has been used by the Storage Networking Industry Associate (SNIA) to describe byte-addressable
persistence that performs fast enough so that it is reasonable to
stall a CPU while waiting for a load instruction to complete[7].
1 3D

XPoint is a trademark of Intel Corporation.
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Figure 1: Flushing Stores to the Persistence Domain

While this may not be a rigid, formalized definition, it illustrates
the primary differences with traditional storage: small accesses
and the elimination of context switching while waiting for I/O to
complete. Another common industry term for this type of media is
storage class memory.
While one could argue whether a slow media with fast cache
in front of it fits this definition, in this paper we focus instead on
the programming models associated with the product, rather than
the details of the media behavior. For our purposes, something
is considered persistent memory if it supports the load/store programming model described below. The NVDIMM-N products in
the market and the persistent memory DIMM announced by Intel
meet this definition.

2.2

Programming Models

When we talk about programming models, there are multiple levels
to consider. We start by describing the lowest level programming
model, and work our way up the software stack.
2.2.1 Hardware Interface. The lowest level programming model
is the interface to the hardware. For persistent memory, the media
is delivered on a DIMM like traditional DDR memory, and it plugs
directly into the processor memory bus. The result is a programming model similar to volatile memory, but with the additional
requirement that the system must be able to identify the persistent memory to keep from treating it like the volatile system main
memory. On the x86 platform, this identification is done through a
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Figure 2: The SNIA Persistent Memory Programming Model
Table 1: Instructions for Flushing to Persistence
Instruction

Effect

CLFLUSH
CLFLUSHOPT
CLWB

Flush a cache line, serialized
Flush a cache line, non-serialized
Flush but allow to remain valid, non-serialized

standard table known as the NFIT (NVDIMM Firmware Interface
Table), which was added to the ACPI 6.0 specification[3].
2.2.2 Instruction Level Interface. The next programming model
to consider is at the instruction set level. As shown in Figure 1,
stores to persistent memory may land in the CPU caches, where
they are not considered persistent. Once stores are flushed from
the CPU caches, and accepted by the x86 memory subsystem, they
are considered in the persistence domain, as indicated by the dashed
red box in the figure.
Table 1 lists the instructions used to flush stores to the persistence domain. The CLFLUSH instruction has existed for many
generations of Intel CPU, but it is a serialized instruction, meaning flushing multiple cache lines will be performed serially, with
one flush waiting to complete before starting the next flush. The
CLFLUSHOPT instruction, introduced specifically for persistent memory, is non-serialized, so a loop of flushes will perform better due
to concurrent flushing. Also introduced for persistent memory, the
CLWB instruction flushes a cache line, but allows the line to remain
valid in the cache instead of invalidating the cache line. This can
improve performance if the cache line is accessed soon after it was
flushed. All of these instructions are described by Intel’s Software
Development Manual[4].
2.2.3 Operating System Abstraction. The next programming
model to consider is how persistent memory is made available

to applications by the operating system. Figure 2 illustrates the
persistent memory programming model specified by the Storage
Networking Industry Association (SNIA)[7]. In this model, persistent memory (shown as the NVDIMM at the bottom of the figure),
is managed by driver modules that provide access for manageability
(left side of figure), traditional block usages (center of figure), and
as load/store accessible persistent memory (right side of figure).
For our discussion, the path on the right is the most interesting,
where applications use standard file names and permissions to get
access to ranges of persistent memory managed by a pmem-aware
file system, as shown in the figure. After memory-mapping one of
these files, the result is the blue arrow on the far right side of the
figure, showing the persistence as part of the applications address
space. This allows the application direct, load/store access.
The operating system feature that allows direct access to persistent memory has been named DAX by both Linux and Windows and
is already publicly available in both operating systems. The result
provides a familiar model, using standard interfaces to memorymap files, but can also be somewhat daunting, as an application
developer is faced with the management of a raw range of (potentially terabytes of) persistent memory. For this reason, it has been
critical to the software ecosystem to provide libraries and tools to
enhance the software environment, as described below.
2.2.4 Programming Language Environment. When programming
with persistent memory, or any large block of memory for that matter, the programmer is typically responsible for managing how that
memory is allocated as data structures are placed in it. For volatile
memory, allocation calls like the C language’s malloc and free
are commonly used. But for persistent memory, those interfaces
are replaced with interfaces that can re-connect with the persistent
data when an application restarts. This is made possible by having
a transactional memory allocator.
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Figure 3: The libpmemobj and libpmem libraries.
Figure 3 shows where one such transactional library fits into
the software stack. The library, libpmemobj, is a general-purpose
persistent memory transaction library, available as open source
code and bundled with several Linux distros[6].

2.3

The Value of Persistent Memory

Persistent memory can provide value to HPC workloads in multiple
ways, based on the expected capacity, cost, performance, and the
ability to offer load/store performance.
2.3.1 Capacity. At the time of writing, the commercially available persistent memory products provide 8 gigabytes to 16 gigabytes
per DIMM. However, the DIMM announced by Intel promises a
much larger capacity, totaling 6 terabytes on a two-socket server[1].
In addition, the expectation is that the persistent memory is cheaper
than DRAM. Since HPC workloads tend to have a high demand for
memory capacity, this makes persistent memory valuable as a way
to provide that capacity more economically. Because of this, we
expect some HPC use cases to use persistent memory purely for
the additional capacity, while ignoring the fact that the media is
persistent.
2.3.2 Avoid Paging. Although the emerging types of persistent
memory media may not be as fast as DRAM, or as high-bandwidth
as technologies like high bandwidth memory (HBM), it is still fast
enough for direct load/store access, unlike storage. This provides
value for storing large data structures (trees, hash tables, matrices,
etc.) in a way where they are directly accessible without having to
use paging to bring blocks of the data structure into DRAM. This
not only avoids the paging delays, but it avoids the DRAM footprint
that must evict other things from DRAM to make room for blocks
being paged in.

2.3.3 Persistence. The fact that persistent memory holds its
contents across power loss allows large, in-memory data structures
to be present immediately when booting. For multi-terabyte data
structures, this can save considerable start-up time. Additionally,
the results of long, processor-bound calculations are less likely to
be lost by system crash if they can be persisted as they are stored
in memory.

3

HPC PERSISTENT MEMORY USE CASES

We break the HPC use cases into two broad categories, persistent
and volatile. For each use case we describe what an HPC programmer can do to prepare for the availability of large-capacity persistent
memory.

3.1

Volatile Use Cases

The volatile use cases are somewhat easier for the HPC programmer
to leverage, since they are based on the familiar idea of volatile
memory allocation. A library, such as libmemkind[5], is used to
allocate both DRAM and persistent memory, and the application
writer chooses which data structures are placed in each tier. DRAM
is the smaller resource, but also the more performant, so "hot"
data structures are placed there. Persistent memory is used for its
capacity, so large data structures are placed there.
To prepare for the availability of persistent memory, the application changes can be made on any large memory system. Using
socket-local memory to emulate the faster tier, and memory on remote sockets to emulate the persistent memory pool is an easy way
to test the changes ahead of the media availability (libmemkind
supports this).
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3.2

Persistent Use Cases

Persistent use cases require more complex programming, especially
when transactions are used to allow consistent data structures
across program and system crashes. The libpmemobj library provides general-purpose persistent transactions and can be tested on
normal DRAM during development[2].

4

CONCLUSIONS

This paper has provided a brief view into the expected ecosystem
changes when large-capacity persistent memory becomes available.
We described some of the potential values of persistent memory,
the programming models for using it, and the ways we expect HPC
applications to leverage it.
Due to the brief nature of this summary paper, we’ve only
touched on the details surrounding the persistent memory ecosystem. We hope the links to more information will provide HPC application writers with a starting-point for preparing for persistent
memory.

A. Rudoff
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ABSTRACT
Given the recent resurgence of research into processing in or near
memory systems, we ﬁnd an ever increasing need to augment
traditional system software tools in order to make eﬃcient use of
the PIM hardware abstractions. One such architecture, the Micron
In-Memory Intelligence (IMI) DRAM, provides a unique processing
capability within the sense amp stride of a traditional 2D DRAM
architecture. This accumulator processing circuit has the ability to
compute both horizontally and vertically on pitch within the array.
This unique processing capability requires a memory allocator
that provides physical bit locality in order to ensure numerical
consistency. In this work we introduce a new memory allocation
methodology that provides bit contiguous allocation mechanisms
for horizontal and vertical memory allocations for the Micron IMI
DRAM device architecture. Our methodology drastically reduces
the complexity by which to ﬁnd new, unallocated memory blocks by
combining a sparse matrix representation of the array with dense
continuity vectors that represent the relative probability of ﬁnding
candidate free blocks. We demonstrate our methodology using a
set of pathological and standard benchmark applications in both
horizontal and vertical memory modes.
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INTRODUCTION

Given the recent technological shift in high performance, stacked
and embedded memory technologies, we have experienced a shift
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back to research eﬀorts associated with processing near and processing in memory. These eﬀorts have been generally focused on
two hardware methods: stacking logic layers under DRAM device
layers or modifying the fundamental DRAM logic circuit.
The Micron In-Memory Intelligence (IMI) device technology [8]
is a prime example of the latter alternative DRAM logic circuit.
The IMI device is built upon a series of simple, bit-serial computing
elements placed on pitch below each sense-ampliﬁer. Each bit-serial
computing element is capable of basic logical functions which can
be combined with the data movement capabilities of the sense amp
to form basic arithmetic operations within the array.
However, unlike traditional DRAM devices, these bit-serial operations rely upon a distinct physical locality between the individual
bits of an element. In this manner, bits within an element must
be physically co-located within the IMI array in order to maintain
numerical consistency in boolean and arithmetic operations. This
requirement of physical bit continuity is orthogonal to the standard
memory addressing methods found in traditional DRAM memory
subsystems. Further, traditional memory allocation schemas, such
as those found in GNU’s malloc API, enforce memory allocation
that is interleaved across banks in order to enhance performance.
This work describes a bit-contiguous memory allocation methodology built speciﬁcally for the Micron IMI device architecture that
explicitly allocates memory blocks per the physical locality rules
deﬁned therein.
The main contributions of this work are as follows. We introduce
a novel main memory allocation methodology for a state of the art
processing in memory (PIM) architecture. Given the novelty of the
processing architecture’s ability to compute values on pitch in the
sense amp array, our methodology enforces strict bit continuity in
its allocation schema in order to preserve numerical consistency
when computing values across bit lines. Finally, we demonstrate
that our approach provides a substantially lower time complexity
when searching for unallocated, bit-contiguous blocks against the
standard MxN approach.
The remainder of this work is organized as follows. Section 2
presents previous works in processor near memory and memory
allocation methodologies. Section 3 provides an overview of the
Micron IMI architecture and a rudimentary explanation of its programming model. Section 4 describes our approach and associated
implementation. Section 5 provides an evaluation of our approach
and Section 6 provides our ﬁnal conclusions.

2

PREVIOUS WORK

Recent analysis of large-scale data center workloads has revealed
that a large percentage of the total workload is actually spent allocating and managing memory. As result, several research eﬀorts
have sought to accelerate memory allocation for large scale data
centers using modiﬁcations to the core SoC [11]. Further, additional
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Figure 1: IMI Device Architecture
work has been performed accelerate basic software-driven allocations for common X86 platforms using similar techniques found in
hardware transactional allocation systems [14]. These techniques
show interesting promise beyond start of the art allocation methods
such as DLmalloc [1], JEmalloc [7], Hoard [3] and TBBmalloc [13].
In addition to traditional system architecture memory allocation, quite a number of eﬀorts have focused on allocating memory
for special purpose or accelerator architectures. One of the more
advantageous uses of exotic memory allocation schemas is for
non-volatile devices [21]. Given the orthogonality of the paging,
interleaving and device protocols, special purpose allocators for
non-volatile devices have proven to both accelerate allocation performance and reduce wear on the internal device storage. Further,
several eﬀorts have focused on optimizing allocation schemas for
hardware-based transactional memories [10] [4]. These allocators
have the unique requirement of initializing additional hardware
device state alongside the physical bit storage.
Processing in memory (PIM) architectures have also been the
topic of many research eﬀorts. Most recently, the Micron Automata
Processor builds upon standard 2D DRAM methods with an extended dataﬂow execution engine that yields advantageous performance for combinatorial applications [5]. 3D stacked devices have
also been the focus of several research eﬀorts to bury computing
capabilities in the logic layer [18]. Additionally, many academic
eﬀorts, such as the Terasys [9], the Execube [12] and the Logic-inMemory compute [20] have published interesting near-memory
computing paradigms. However, only a small number of projects,
such as the Computational RAM [6] and the Berkeley VIRAM [19],
have published results based upon a traditional DRAM process.

3 PIM ARCHITECTURE
3.1 Core Architecture
The Micron In-Memory Intelligence, or IMI, device is a new processing in memory DRAM architecture that combines a classic bit-serial
compute architecture built with a planar, 2D memory array and a

scalar processing and control mechanism that resides in the device
periphery logic [8]. We can see in Figure 1 that the IMI device
architecture consists of four unique components. First, the device is
interconnected to host compute elements via a 64 bit DDR4 compatible interface such that normal memory I/Os can occur adjacent to
the extended processing capabilities. The device also has a sideband
status channel for exchanging IMI-speciﬁc device feedback with
host compute elements.
Next, the overall DRAM architecture is constructed using an 8
Gbit die divided into eight banks. Each bank contains 64 subarrays
and is interconnected to the periphery I/O mechanisms using a
2 Kbit wide data bus. Each bank also hosts a scalar bank processing control unit, or BPCU. The BPCU is a VLIW architecture that
serves as the scalar processing unit in a traditional vector or SIMD
architecture.
Finally, each subarray (64 per bank) is constructed using 1,024
rows and 16,384 columns of traditional bit-level DRAM storage
attached to a unique sense amp stripe. This sense amp contains
an additional accumulator circuit that can perform functions such
as AND, NAND, NOR, OR, XOR, XNOR, bit inversion and left/right
shifting in as little as three row-cycles. In this manner, these rudimentary functions can be chained together in order to execute
standard integer arithmetic, logical and boolean functions directly
within the DRAM sense amp.
This unique processing capability is accessed via an equally
unique SIMD instruction set architecture. First, the IMI instruction set virtualizes the physical locality of the row and column
addresses via a virtual register ﬁle [8] that resembles a traditional
long vector register ﬁle. Additionally, the physical BPCU registers
are represented as scalar registers in the virtualized register deﬁnitions. These registers are manipulated in conjunction with a scalar
and vector instruction set that resembles traditional vector ISA
methodologies.
However, the IMI architecture has the unique ability to represent
individual vector data elements as vertical or horizontal storage.
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Vertically stored elements are arranged vertically down an individual column where each subsequent bit is physically placed on the
N’th+1 row. Horizontal elements are placed within a row, where
each subsequent bit is placed on the N’th+1 column. Figure 2 depicts
the vertical and horiztonal memory orientation. The maximum vector length (VL) in vertical mode is equivalent to the number of
columns (16,384 per subarray). The maximum vector length in horizontal mode is the number of columns divided by the size of the
element in bits. This duality of physical bit storage is echoed in
our SIMD instruction set by explicitly specifying the mode for each
instruction as V for vertical and H for horizontal. Additionally,
operations can be performed under mask, true (T ) or false (F). The
IMI SIMD instruction mnemonics are denoted as follows.
OPERATION.[H|V].TYPE.[T|F]

3.2

Programming Model

As mentioned above, the IMI architecture is accessed via a pseudotraditional SIMD instruction set. The instruction set provides traditional scalar ﬂow control operations as well as a dual set of SIMD
operations that exist in both the horizontal dimension and the vertical dimension. This programming model expresses this instruction
set as a traditional SIMD or vector programming model. Vectorizable loops are collapsed into a series of vector blocks with prologue,
compute and epilogue instructions. Further, loops with vectorizable
conditional statements are echoed as operations under mask in the
generated instruction stream.
However, traditional vector programming models do not have
the implicit ability to represent the duality of the horizontal versus
vertical arithmetic execution dimensions. As a result, we add an
additional set of keywords, herein referred to as _vertical and _horizontal, to the C/C++ language that permit users to annotate variable
deﬁnitions and pointers such that the compiler has inherent knowledge of the target dimension. The underlying implementation of the
dimensional keywords is the application of unique address spaces
as deﬁned by the C99 speciﬁcation. As a result, each annotated
variable or pointer resides in the desired address space such that
the compiler now knows which type of IMI vector instructions,
horizontal or vertical, to emit during code generation. We implement the additional keywords, their associated address spaces, any
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unique optimization passes and the code generation methods in
the LLVM compiler infrastructure [15].
Consider the following example. We have a vector loop that
performs an axpy operation across vectors of length LEN. Notice
that we utilize the _vertical keyword to specify that the A, B and R
vectors in the vertical dimension. In this manner, each element of
the individual vectors is allocated vertically down a single column
in the IMI array. It is not necessary to force the scalar variable Q in
a target address space as the instruction set inherently handles the
vector-scalar-vector compute model.
_vertical uint64_t A[LEN];
_vertical uint64_t B[LEN];
_vertical uint64_t R[LEN];
uint64_t Q, i;
for( i=0; i<LEN; i++ ){
R = Q * A[i] + B[i];
}
Further information regarding the IMI core architecture and
programming model can be found in the seminal publication [8].

4 BIT CONTIGUOUS MEMORY ALLOCATION
4.1 Requirements
Given the orthogonality of the aforementioned hardware and programming model, the sheer locality required to support eﬃcient
operation of the IMI device presents an interesting set of requirements. We summarize these requirements as follows:
Bit Continuity: The IMI processing methodology inherently
requires the adjacent bit values within a single element as well
as adjacent elements must be co-located within the same physical
sub-component. In this manner, traditional carry chain arithmetic
and full SIMD operations can be operated within a single IMI bank
construct. As a result, the memory allocation schema must depart
from traditionally interleaved allocation mechanisms and adopt a
rigid, bit-contiguous schema that ensures adjacent bit and element
values are physically co-located.
Horizontal Allocation: Programmers naturally visualize the
allocation of member data items as horizontally arranged blocks. As
a result, we ﬁnd that users often initially arrange IMI data members
as horizontal blocks during the initial stages of porting applications.
As a result, we must retain the ability to allocate horizontal data
items in the IMI programming environment. This, despite the fact
that the maximum horizontal vector length (in elements) is the
number of bits in a single row in a single bank modulo the size of
the element.
Vertical Allocation: In addition to the aforementioned horizontal allocation capability, we also seek to support the ability to
allocate vectors of vertical elements. In this manner, individual elements in a vector are arranged vertically down individual columns
where the N ′th + 1 bit is arranged on the N ′th + 1 row. The goal of
this allocation and operational model is to support the maximum
potential vector length, or the total number of columns in an IMI
bank.
Minimize Algorithmic Complexity: One the of the primary
initial concerns of allocating memory for the IMI device was the algorithmic complexity of searching the device space for unallocated

MCHPC’17, November 12–17, 2017, Denver, CO, USA

1

1

1

0

0

0

1

1

3

1

1

1

0

1

1

1

1

1

1

1

1

0

1

1

1

1

1

1

1

1

0

0

0

0

0

5

1

1

1

0

0

0

0

0

5

0

0

0

0

0

0

0

0

8

0

0

0

0

0

0

0

0

8

0

0

0

0

0

0

0

0

8

3

3

3

8

5

5

5

5

Subarray Contig Vector

1 bit per row

1 bit per subarray

Row Contig Vector

Figure 3: IMI Memory Allocation Representation

blocks. Consider a device arranged using R rows and C columns.
Regardless of whether the desired memory blocks are organized as
horizontal or vertical vectors, the maximum potential search space
for the target block is the total two-dimensional physical device
space, or R × C. As a result, for any allocation requesting R’ rows
and C’ columns, there is a nonzero probability that the entire array
much be searched with a complexity of O (R ′ × C ′ ) = (R × C). Our
approach seeks to reduce the maximum potential search space such
that O (R ′ × C ′ ) < R × C.
Maximize Use of the Array Resources: As with many traditional memory allocation methodologies, we seek to maximize
the usage of the memory space by minimizing fragmentation. In
this manner, we seek to maximize the probability by which we
can allocate and co-locate data variables that will subsequently be
utilized in the same computation.
Co-Location of Similar Variables: Finally, the target memory allocation methodology for the IMI device architecture must
support the ability to co-locate like-minded variables or memory
regions. Consider the standard AXPY operation, R = α × X + Y ,
where X and Y are vectors. It is inherently more eﬃcient to colocate the vectors at allocation time if possible in order to avoid any
unnecessary data movement operations. This assumes additional
programming model hints and compiler optimizations in order to
achieve this co-locality at runtime. However, we feel that the ability
to co-locate or derive pseudo-physical locality is an inherent design
requirement.

4.2

Algorithmic Approach

Given the aforementioned set of fundamental requirements, we
devised a combination of sparse matrix and dense vector techniques
by which to represent and subsequently manage the IMI device
memory allocations. The approach combines two basic mathematical models in order to eﬃciently model and map the allocated (or
unallocated) blocks in the IMI array.
First, we utilize a sparse matrix in order to represent the allocated
or unallocated regions of the IMI array. For this, our matrix stores a
single bit for each row in each individual subarray. In this manner,
the smallest delineation of memory that can be allocated in our
approach is a single row in a single subarray. Zeroes in the matrix
represent unallocated rows and one designates rows that have been
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allocated. Using this, we have the ability to map the horizontal or
vertically allocated blocks.
However, the sparse matrix alone does not signiﬁcantly reduce
the complexity required to search and subsequently allocate new
blocks of memory in the IMI array. In order to further reduce the
complexity required to search for unallocated blocks, our methodology utilizes a set of two dense vectors, or contig vectors. The ﬁrst
vector, herein referred to as the subarray contig vector, is comprised
of unsigned integer elements equal to the number of rows in the IMI
device conﬁguration. Each element in the subarray contig vector
holds the largest contiguous block of unallocated subarrays in the
designated row.
Similarly, we also create a row contig vector. The row contig
vector is comprised of unsigned integer values, one element per
subarray. This vector holds the largest contiguous block of unallocated rows in the target subarray. We depict the full sparse matrix
and dense vector representation of the IMI array in Figure 3. Given
this, we can calculate that the total space required to store the
matrix and the associated vectors for an array with R rows and S
subarrays is ((R × S )bits + (R + S )unsiдned inteдers).
Given this representation, we utilize a two stage process by
which to search and subsequently allocate blocks of memory. When
applications request blocks of memory in horizontal or vertical
mode, the allocation API converts the request into the required
number of rows and subarrays. This is what is utilized for our reduced search space algorithm. The ﬁrst stage utilizes the subarray
and row contig vectors to perform a rudimentary search in order
to determine if there is a nonzero probability that there is suﬃcient
space to allocate the desired block. For S’ requested subarrays and
R’ requested rows, we search the subarray and row contig vectors,
respectively, in order to ﬁnd the ﬁrst intersecting block of unallocated space that is large enough to contain the requested allocation.
This intersecting space can be deﬁned as p subarray bits and q row
bits. The maximum search complexity of our contig vectors given
S subarrays and R rows is O (S + R).
After a successful initial search of the contig vectors, the algorithm moves to the second stage of allocation in a nest fashion.
This stage performs an ancillary search of the sparse matrix cross
section found in the ﬁrst stage. This portion of the search is dense.
Given a cross section of p subarray bits and q row bits, we perform
a search of O (p × q) of the sparse matrix representation for the
ﬁrst exacting location suitable to hold requested our allocation.
Upon a successful search, the sparse matrix bits representing the
allocated space are marked as utilized and the contig vectors are
each updated based upon the updated continuity of unallocated
space.
As a result, for an array containing R rows, C columns and S
subarrays and given a memory request that requires p subarrays and
q rows, we may deﬁne the total search complexity (β) in Equation 1.
β = O ((p × q) + (S + R))

(1)

Finally, we can say that the search complexity of our approach
is less than the basic multiplicative search method. In this manner
β < O (R × C).
As an example, consider a request from the application to requests two rows across four contiguous subarrays. Also consider
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Figure 4: IMI Memory Allocation Example
the initial sparse matrix allocation represented in in Figure 3. We
can see that the majority of the allocations have been concentrated
on the leftmost and upper most blocks (represented as 1’s). We can
also see that contig vectors reﬂect the necessary contiguous blocks
of unallocated space. When performing the ﬁrst stage of the search,
we ﬁnd the ﬁrst candidate block that holds suﬃcient contiguous
space in both the subarray contig vector and the row contig vector.
Note the intersection of this space depicted in Figure 4. We can
see that our new, reduced matrix search space is a 4x2 rectangular
region. Upon a successful secondary search, these values will be
marked as allocated (1) and the contig vectors will be updated to
correspond to the new array conﬁguration.

4.3

Implementation

We implement our aforementioned approach in a simple, C library
that is designed to mimic a portion of the standard malloc interfaces.
The library, herein referred to as the bmem library, contains two primary sets of interfaces that represent the initialization/destruction
routines and the memory management routines.
One of the interesting idiosyncracies of developing system software for processing near memory architectures is that we often ﬁnd
disparate system conﬁgurations with diﬀerent memory capacities.
Given the co-locality of the processing elements within the sense
amp stripe, diﬀering capacities of IMI devices also implies diﬀering degrees of compute capacity [8]. As a result, the bmem library
provides an initialization routine, bmem_init that permits users or
other system software routines to initialize the allocation environment based upon the row, column, subarray and bank dimensions
of the target IMI device or devices.
Once the library has been initialized, applications may request
memory blocks using the bmem allocation interfaces. The library
provides two basic allocation interfaces and a single interface to
free allocated blocks. The most prominent of the two allocation
interfaces mimics the standard malloc interface with an additional
argument. The additional argument receives an enumerated type,
BMEM_DIM, that speciﬁes the target major dimension of the memory, horizontal or vertical. Finally, there is a single allocation interface that permits users to request memory in an abstract, or
raw, dimension. This interface requires that the user request the
memory block in terms of the number of subarrays and rows, as
opposed to the number of bytes. This permits users to optimize the
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locality of special member variables such as single-bit booleans,
non byte-aligned integers and raw ﬂoating point variables.
An example of using the bmem library implementation is below.
// EXAMPLE BMEM LIB USAGE
// variable definitions
_horiztonal void *ptr1;
_vertical void *ptr2;
_horizontal void *ptr3;
// init a device with 1024 rows x 65536 columns
// per subarray and 16 subarrays per
// bank and 8 banks
bmem_init( 1024, 65536, 16, 8 );
// allocate a horizontal block of 4096 bytes
ptr1 = bmem_malloc( 4096, HORI );
// allocate a vertical block of 128 bytes
ptr2 = bmem_malloc( 128, VERT );
// allocate 2 subbarrays with 17 rows
ptr3 = bmem_malloc_raw( 2, 17 );
// free the pointers
bmem_free( ptr1 );
bmem_free( ptr2 );
bmem_free( ptr3 );
// destructor
bmem_dtor();

5 EVALUATION
5.1 Benchmarks
In order to validate our work, we utilize a set of two benchmarks to
exhibit the performance ramiﬁcations of the approach. Given the
rather orthogonal nature of the underlying hardware implementation, it was not realistic to compare the actual generated layout of
the memory subsystem using traditional allocators such as GNU
malloc [17] and JEmalloc [7] against the approach described herein.
However, we can compare the basic performance ramiﬁcations of
our approach versus the GNU malloc implementation.
The ﬁrst benchmark set, herein referred to as the Full Array
benchmark, compares the performance of the traditional GNU
malloc implementation against our bit contiguous approach when
allocating an entire IMI device. The benchmark includes both a
horizontal and a vertical component. Each of the components iteratively allocates blocks of memory until the entire simulated IMI
device is saturated. These benchmarks demonstrate two important
features of the bit contiguous approach. First, they demonstrate
that the approach has the ability to eﬃciently allocate the entire IMI
device with full saturation and zero fragmentation. Second, they
demonstrate the relative performance against the same series of
allocations using the GNU malloc implementation. For each of the
horizontal and vertical versions of the benchmark, we record the
total runtime and derive the per-iteration runtime. We summarize
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Table 3: IMI Device Benchmark Conﬁguration

Table 1: Full Array Benchmark Conﬁguration
Dimension
Horizontal
Vertical

Loop Iters
1024
128

Bytes Per Iter
1048576
67108864

Table 2: Malloc-test Benchmark Conﬁgurations
Dimension
Horizontal
Horizontal
Horizontal
Horizontal
Horizontal
Horizontal
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical
Vertical

Threads
1,2,4,8
1,2,4,8
1,2,4,8
1,2,4,8
1,2,4,8
1,2,4,8
1
2
4
8
1
2
4
8
1
2
4
8
1
2
4
8
1
2
4
8

Size (Bytes)
8
64
128
512
1024
4096
8
8
8
8
16
16
16
16
32
32
32
32
64
64
64
64
128
128
128
128

Requests Per Thread
10000
10000
10000
10000
10000
10000
128
64
32
16
128
64
32
16
128
64
32
16
128
64
32
16
128
64
32
16

the relevant numerical aspects of the Full Array benchmarks in
Table 1.
The second benchmark, herein referred to as the malloc-test, is
comprised of a modiﬁed version of the benchmark code utilized in
the Lever (et al.) multithreaded Linux malloc benchmark study [17].
Unlike the Full Array benchmark, the multithreaded tests perform
an allocation in the speciﬁed dimension and a complementary free
within the loop. As a result, we measure the performance of rapid
allocation and deallocations across the series of iterations for each
thread. The benchmark permits the user to specify the size of each
individual allocation, the target number of iterations and the number of threads in the simulation. The full set of benchmark conﬁgurations used in our results is detailed in Table 2. Note that the
conﬁgurations diﬀer between the horizontal and vertical variants.
Given the limited memory available in each column, the vertical
benchmark must naturally be diﬀerent than the complementary
horizontal inputs.
The system utilized for each of the aforementioned benchmarks
is a Dell CS Cloud server with two sockets populated with six core

Rows
1024

Columns
65536

Subarrays
16

Banks
8

Size
1GB

AMD Opteron 2419 processors with a core frequency of 1.8Ghz.
The system was conﬁgured with Ubuntu 16.04.03 LTS. Each of the
benchmarks was compiled with the default gcc 5.4.0 compiler stack
with the standard -O3 optimizations. The IMI DRAM device used
for each of the aforementioned benchmarks is conﬁgured using the
parameters in Table 3.

5.2

Results

Given the bit continuity requirements of each allocation for the
IMI devices, we can predict that the performance penalty of each
allocation will be higher than normal GNU mallocs. This is evident
in our Full Array benchmark results. Figure 5 depicts the results
of our methodology compared to the standard GNU malloc implementation when allocating a single IMI array’s physical storage.
We can see in Figure 5a that the total runtime of the bit contiguous allocator is measurably longer than the standard GNU
implementation in both horizontal and vertical mode. We see that
the GNU method is 1.48X faster when executing in horizontal mode
and 5.86X faster when executing in vertical mode. While this may
appear to imply poor results, we can see in previous publications [8]
that the relative IMI device performance implications far outweigh
the initial costs of the memory allocation as compared to the GNU
methodology.
However, we also see that the cost of the horizontal allocation
is higher than that of the vertical allocation. The total runtime of
the bit contiguous horizontal allocation is 18.43X higher than the
full array vertical allocation. Despite the 8X reduction in required
iterations to allocate the entire device, the vertical allocator is still
2.66X faster per iteration (Figure 5b).
Unlike the Full Array tests, the malloc-test benchmarks utilized
multiple threads in order to test the library’s ability to provide
scalable and concurrent memory allocations. The ﬁrst set of tests
examined the horizontal allocation scalability using 1 to 8 threads
and 8 to 4096 byte allocations. As we can see in Figure 6, the timing
for each of the request sizes scales at a rate that is a function of the
number of threads and the respective allocation size. We can derive
from this data that, on average, the bit memory request methodology requires 0.0002 seconds or approximately 200 microseconds per
byte, per thread in order to allocate a block of memory in horizontal
mode.
This trend is also echoed in Figure 7 where we plot the average
cost per thread per request size. We can see that the scale and curvature of the graph matches the timing results in Figure 6. Across all
the memory request sizes, the bit memory library is approximately
71.2% slower than the purely linear scale. Further analysis shows us
that the horizontal per-thread timing is directly is closely correlated
to the thread scaling and less so to the memory request size scaling.
We can see from Table 4 that increasing the thread count from 2
to 8 increases the per-thread timing beyond the linear scale from
39.83% to 92.73%. Conversely, for horizontal requests of 128 bytes
or less, we see that on average the per-thread scalability is 56.8%
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Figure 5: Full Array Saturation Results
Table 4: Horiztonal Sub-Linear Request Scaling
Average Correlator
2 Threads
4 Threads
8 Threads
8 Byte Requests
64 Byte Requests
128 Byte Requests
512 Byte Requests
1024 Byte Requests
4096 Byte Requests

Figure 6: Horizontal Threaded Allocation Timing

Figure 7: Horizontal Average Per Thread Timing

beyond linear. For requests larger than 128 bytes, the per-thread
scalability is 85.62% beyond linear. As a result, we can conclude

Percent Above Linear
39.83%
81.11%
92.73%
58.63%
54.82%
57.00%
81.86%
86.71%
88.31%

that further work must be performed in order to optimize the perthread scalability of the internal library implementation. Additional
algorithmic work such as an initial, halo allocation pass may be
required in order to provide better parallel scalability.
Finally, we may also perform a similar analysis of the vertical
allocations performed using the malloc-test benchmarks. The results of these tests in vertical mode are quite diﬀerent than the
poor performance of horizontal mode. We see in Figure 8 that the
scalability of vertical allocations is rather stable. This is partially
due to the method that we utilized to evaluate vertical allocation
mode. Vertical allocations are governed by the number of rows and
the number of subarrays in the respective IMI device conﬁguration.
We can see that the total timing is a function of the size of the
allocation, as opposed to the number of threads. On average, we
can derive that across all thread counts and all request sizes, that
vertical allocations require approximately 0.000005 seconds or 5
microseconds per byte. This is approximately 40X faster than our
horizontal tests.
Finally, in Figure 9, we can see that the per-thread timing scale
is quite good. As we increase the number of threads, the per-thread
cost is reduced. We cannot, however, attribute this to the algorithm’s
implementation. In a DRAM CAS chain, we are not permitted to
address individual columns from user space. The IMI array provides
users the ability to mask columns as not to write their result of an
operation using traditional operations under mask. However, we
cannot explicitly allocate an individual column within a subarray.
As a result, each vertical allocation’s minimum allocation is actually
the number of rows required to fulﬁll the vertical allocation across
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in order to optimize the respective data arrangement for the target
algorithm.
We utilized a set of two benchmarks in order to evaluate our
approach. The ﬁrst benchmark is designed to deliberately allocate
the entire array in both horizontal and vertical modes. The second
benchmark is based upon a classic memory allocation benchmark
that measures the performance of various memory allocation sizes
across an increasing number of threads. We ﬁnd in these tests that
the bit contiguous results are measurably slower than the traditional GNU malloc implementation. However, given the signiﬁcant
performance beneﬁts of the IMI device, such as the 360X speedup
on SHA1 hashing over a traditional Intel Xeon platform [8], we can
conclude that our allocation mechanisms do not signiﬁcantly detract from the total system performance. However, we also ﬁnd that
future work can be done in order to improve the scalability of the
implementation, especially when allocating memory in horizontal
mode.

Figure 8: Vertical Threaded Allocation Timing
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ABSTRACT

1

Stencil computations are a key class of applications, widely
used in the scientific computing community, and a class that
has particularly benefited from performance improvements on
architectures with high memory bandwidth. Unfortunately,
such architectures come with a limited amount of fast memory, which is limiting the size of the problems that can be
efficiently solved. In this paper, we address this challenge by
applying the well-known cache-blocking tiling technique to
large scale stencil codes implemented using the OPS domain
specific language, such as CloverLeaf 2D, CloverLeaf 3D, and
OpenSBLI. We introduce a number of techniques and optimisations to help manage data resident in fast memory, and
minimise data movement. Evaluating our work on Intel’s
Knights Landing Platform as well as NVIDIA P100 GPUs,
we demonstrate that it is possible to solve 3 times larger
problems than the on-chip memory size with at most 15%
loss in efficiency.

Today’s accelerators offer unparalleled computational throughput, as well as high amounts of bandwidth to a limited amount
of on-chip or on-board memory. The size of this fast memory
has been a significant limiting factor in their adoption, as for
most problem classes, it sets an upper bound for the problem
sizes that can be solved on any single device. For larger
problems, one had to either use multiple GPUs or fall back
to the CPU, which usually has at least an order of magnitude
larger memory.
Another significant limiting factor is the speed at which
data can be uploaded to the accelerator memory. There is a
great disparity between the bandwidth from a large memory
to the accelerator memory (typically from CPU memory
through PCI-e) and the bandwidth of the accelerator (up to
45×). This traditionally meant that all data was uploaded
to the accelerator memory initially, and stayed resident for
the entirety of the application - yielding the aforementioned
size limitation.
In data streaming type applications, where a chunk of
data is uploaded, processed, then downloaded, the workload
(usually larger than GPU memory) is partitioned into small
chunks, so it’s possible to overlap copies in both directions and
computations. To efficiently utilise accelerator bandwidth,
this also means that any data uploaded has to be accessed
about as many times as this ratio between upload bandwidth
and accelerator bandwidth; otherwise performance will be
limited by upload speed. To efficiently utilise the accelerator’s
computational resources, the ratio is even more extreme:
for a P100 GPU one would need to carry out about 2500
floating point operations for every float variable uploaded
(10 TFlops/s, 16 GB/s PCI-e BW, 4 bytes/float).
Going into the exascale era, most of the upcoming large
supercomputers will be built with chips featuring on-chip
high-bandwidth memory: Intel’s Knight’s Landing and later
generations have at least 16GB MCDRAM, with bandwidths
over 500 GB/s, and NVIDIA’s P100 and later GPUs also
feature 16GB with 720 GB/s and more. To tackle the issue
with slow upload speeds, both have moved away from PCI-e:
Intel’s chips are stand-alone, have direct access to DDR4
memory (90GB/s on KNL), and the stacked memory can be
used either as a separate memory space (flat mode) or as a
large cache (cache mode). NVIDIA has introduced NVLink,
connecting their GPUs to IBM CPUs and other GPUs, with
40 GB/s (in both directions), and allows oversubscribing
GPU memory through Unified Memory - practically allowing
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stacked memory to become a large cache. While this significantly improves the upload/bandwidth ratio, and helps many
applications, by no means does it solve the problem.
In this paper we present research that targets the memory
size limitation challenge on structured mesh computations,
a key class of applications mainly used for solving discretised partial differential applications. Our work is done in
the framework of the OPS domain specific language (DSL)
[15] embedded in C/Fortran, which presents a high-level
abstraction for describing structured mesh algorithms, and
automatically parallelises them for a range of parallel architectures using MPI, OpenMP, CUDA, OpenACC and OpenCL.
OPS has been shown to deliver near-optimal performance,
compared to carefully hand-coded versions [14, 18] of largescale stencil codes, including CloverLeaf 2D, CloverLeaf 3D
and OpenSBLI[10].
Structured mesh stencil codes are generally bound by
memory bandwidth not computational throughput, and on
conventional CPU architectures loop tiling optimisations [3,
23, 24, 28] have proven very effective in improving spatial and
temporal locality, with the goal of improving cache utilisation.
In previous work [17] we have shown that OPS can deploy
such an optimisation at run-time even on large-scale codes,
in contrast to existing compile-time tiling approaches which
cannot cope with tiling across dynamic execution paths and
multiple compilation units. To the best of our knowledge,
cache-blocking tiling has not been evaluated in situations
targeting stacked memory, and certainly not on applications
the size of CloverLeaf or OpenSBLI.
In this paper, we make the following contributions:
(1) We adapt the cache-blocking tiling algorithm to target the stacked memories of the latest HPC architectures (KNL and P100).
(2) We evaluate explicit and implicit (unified memory)
memory management strategies on PCI-e and NVLink.
(3) We carry out a problem scaling and performance
analysis on the CloverLeaf 2D, 3D, and OpenSBLI
codes.
The rest of the paper is organised as follows: Section
2 discusses related work, Section 3 introduces OPS, the
lazy execution scheme and the dependency analysis used
for cache-blocking tiling, Section 4 describes how tiling in
OPS is targeting architectures with stacked memory, Section
5 carries out the performance analysis, and Section 6 draws
conclusions.

2

RELATED WORK

There is already a considerable body of related work investigating performance on Intel’s Knights Landing (KNL), and a
select few evaluate performance in out-of-core scenarios. The
work of Heinecke et. al. [9] places some more frequently used
datasets in MCDRAM and accesses less-frequently used ones
in DDR4, achieving high efficiency - this is then compared
to running in cache mode (where all of the MCDRAM is a
large cache), which yields performance close to the explicit
placement version. This demonstrates that for an application
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where datasets can be partitioned into frequently and less
frequently used categories, Intel’s strategy does lead to high
memory bandwidth utilisation. Work by Vienne et. al. [21]
carries out a more detailed study of problem size scaling,
showing that as long as the size is less than 16GB, there
is very little difference between the cache and flat modes;
LBS3D is 4.3× faster than running with DDR4 only, and
miniFE is 3.1×. However, as size grows beyond 16 GB, performance is falling off sharply: for LBS3D at 48 GB there is
only a 1.19× speedup versus not using MCDRAM at all, and
on miniFE at 28 GB only a speedup of 1.5×. Work by Tobin
et. al. [25] also evaluates scaling beyond 16GB with a seismic
simulation code; compared to a 7GB dataset, running on a
20GB the GFlops achieved is reduced by a factor of 0.64×,
and at 39 GB it is reduced by .356× - while running with
DDR4 only, the reduction is 0.21×. Authors of [6, 8] and
many other papers focus on staying in the 16 GB MCDRAM
to achieve high performance.
These issues are much more pronounced on GPUs, where
the difference in upload bandwidth and on-device bandwidth
are much larger (e.g. 720 GB/s device vs. 16 GB/s PCI-e
or 40 GB/s NVLink 1.0 in the P100). Furthermore, GPU
memory either has to be explicitly managed, or used in unified memory mode, where page faults on the GPU cause
transfers of memory pages - this has much higher latency
compared to cache misses on the KNL, and there is no automatic prefetch mechanism - though one can programmatically
prefetch pages, improving efficiency. There are many examples of classical data streaming applications [26] that work
in the way described above. However, there are much fewer
examples of trying to run out-of-core algorithms on GPUs
- because of the PCI-e bottleneck. There are some computationally intensive algorithms where this is worth doing such as the matrix-matrix multiplication, which serves as a
basis for the work by Allombert et. al. [1] which performs
a tiled Cholesky factorisation - in this case there is enough
computational work per byte uploaded. Similar streaming
techniques are used for computationally intensive algorithms
in [11], and there are applications in visualisation as well
[20, 27]. With the introduction of Pascal, Unified Memory
and GPU memory oversubscription, the work of Sakharnykh
[22] demonstrates that on an Adaptive Mesh Refinement
code, which is mostly bound by memory bandwidth, using
careful annotations and prefetching it is possible to scale the
problem size beyond 16GB. This required the fetching of all
the data on different refinement levels into GPU memory,
and depending on whether 2 or just 1 levels fit in memory,
there is a varying loss in efficiency: on PCI-e cards 0.38×
with 2 levels and 0.26× with 1 level, and with NVLink cards
0.6× and 0.47× respectively. They did not consider a case
where not even a single level will fit in memory. Research by
Buono et. al. [4] applies the streaming approach to sparse
matrix-vector products, also a highly bandwidth-bound algorithm, on an NVLink system, and while they do not carry out
a scalability comparison between fitting in 16 GB and not,
performance is shown to be bound by NVLink bandwidth
for most of the testcases.
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3

loop0 → loopN

Work by Endo [7] and Miki et. al. [13] consider a runtime
and a compiler approach to out of core stencil computations
on previous generations of GPUs, however the focus of their
study are single-stencil applications which are very simplistic
and allow arbitrary temporal blocking to improve data reuse.

//user kernels
void copy(double *d2, const double *d1) {
d2[OPS_ACC0(0)] = d1[OPS_ACC1(0)];
}
void calc(double *d1, const double *d2) {
d1[OPS_ACC0(0)] = d2[OPS_ACC1(0)] +
d2[OPS_ACC1(1)] +
d2[OPS_ACC1(-1)];
}
...
int range[4] = {0,8};
ops_par_loop(copy, block, 1, range,
ops_arg_dat(d2,S2D_0,”double”,OPS_WRITE),
ops_arg_dat(d1,S2D_0,”double”,OPS_READ));
ops_par_loop(calc, block, 1, range,
ops_arg_dat(d1,S2D_0,”double”,OPS_WRITE),
ops_arg_dat(d2,S2D_1,”double”,OPS_READ));

Figure 1: An OPS parallel loop

tile1

index=0
Full footprint

OPS AND TILING

The Oxford Parallel library for Structured meshes (OPS) is a
domain specific language embedded in C/Fortran, targeting
multi-block structured mesh computations. Its goal is to
allow domain scientists to express computations at a high
level, and then facilitate data movement and parallelisation
automatically at compile-time and run-time. To the user, it
presents a high-level programming abstraction that can be
used to describe stencil computations, and consists of the
following key elements: (1) blocks, which serve to connect (2)
datasets defined on these blocks, (3) stencils used to access
datasets, and (4) parallel loops that iterate over a given
iteration range applying a computational kernel at each point,
accessing datasets defined on a given block with pre-defined
stencils, also describing the type of access (read/write/both).
The description of the parallel loop is perhaps the most
important part of the abstraction: it means that points in
the iteration space can be executed in any order, and therefore
the library is free to parallelise it in any way, and to manage
all data movement - a specific example is given if Figure 1.
Initially, all data is handed to the library, and the user
subsequently can only refer to them using opaque handles returning any data to the user happens through OPS API
calls, such as fetching a dataset to file, accessing a specific
value, or getting the result of a reduction. The parallel loop
construct contains all necessary information to execute a
loop over the computational grid. This allows the library
to manage all data movement and parallelisation - such as
domain decomposition over MPI and halo exchanges, or
explicit management of GPU memory spaces and launch of
GPU kernels. It also allows OPS to delay the execution of
these loops; given a sequence of loops, datasets accessed and
access patterns, it is possible to carry out data dependency

tile0

Left edge

tile2
index=M

Right edge

Figure 2: Tile regions
analysis. We use this to compute a new loop schedule that
corresponds to a skewed tiling schedule, keeping all data
used by a given tile resident in fast memory for the duration
of that tile. The limit to the analysis of subsequent loops
is any API call which returns data to the user, based on
which e.g. a control decision will be made. This approach
has been demonstrated to work well on large applications
such as CloverLeaf and OpenSBLI [17] in our previous work,
achieving a 2× speedup when tiling across several hundred
computational loops that access tens of different datasets with
tens of different stencils. We also demonstrated that stencil
and polyhedral compilers such as Pluto [3], Pochoir [24], and
Halide [16] are not capable of tiling such applications, because
loops are distributed across many compilation units, and the
execution path cannot be determined at compile time.

4

TILING IN STACKED MEMORY

When stacked memory can be used as a last level cache,
applying the tiling techniques is fairly straightforward: the
tile sizes simply need to be set according to the size of the
stacked memory. This is the approach we take when using
Intel’s Knights Landing, and as we will show it performs
very well. This approach can also be used on the P100 GPU,
relying on unified memory and oversubscription: whenever
there is a page miss, it automatically gets transferred to
the GPU memory, and gets transferred back when the CPU
accesses it, or when the GPU runs out of memory - essentially
making GPU memory into a large cache. As we will show this
in itself is not performant enough, due to the high latency
of page misses and their transfers. This approach is further
complemented by prefetch commands that move memory
pages in bulk between CPU and GPU with a much higher
throughput.
The alternative is to use explicit memory management,
and asynchronous memory copies in particular, to move the
data required for subsequent tiles back and forth. As GPUs
are capable of simultaneously moving memory between CPU
and GPU in both directions and running GPU kernels, we use
a triple buffering (which we will call the three slots) approach:
while a given tile is executing, we are copying the results
of the previous tile back to the CPU, and copying the data
required by the next tile to the GPU. The overlap between
tiles makes this algorithm fairly convoluted, thus we first
introduce some notations, as illustrated on Figure 2: the end
of a given tile overlaps with the beginning of the next one how much depends on the stencils used, we call these regions
the “left edge” and “right edge” of the tiles. To denote all
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the data required for the execution of a given tile we use “full
footprint”, the part that omits the region that overlaps with
the next tile is “left footprint”, and the part that omits the
region that overlaps with the previous tile “right footprint”
Then the algorithm can be described in Algorithm 1:
Algorithm 1 Explicitly managed tiling algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:

for t = 0...num tiles do
{ preparation phase }
if t==0 then
Upload “full footprint” into slot in stream 0
end if
Wait for stream 0 and 1
Upload “right footprint” to next slot in stream 1
Adjust base pointers of datasets for virtual position
slot++
{ execution phase }
Execute all loops in current tile in stream 0
{ finishing phase }
Wait for stream 0 and 2
For all datasets, transfer “right edge” of current tile
to “left edge” of next tile in stream 0
Download “left footprint” of all datasets modified by
current tile in stream 2
end for

Streams 0-2 denote independent streams of operations
(corresponding to CUDA streams) that can be carried out
simultaneously - to satisfy data dependencies and to avoid
overwriting data that is still being accessed, the appropriate
synchronisations are introduced. On line 8 we have an operation that adjusts the pointers later dereferenced during
execution to account for the fact that not all data is resident
on the GPU. Before executing tiles (except for tile 0), the
“right edge” of the previous tile - that is the overlapping region
- needs to be copied to the “left edge” of the current tile,
because data for each tile is kept separate to avoid any race
conditions.

4.1

Optimisations

There are two basic optimisations that reduce the amount of
data that needs to be moved: datasets that are read-only are
not copied back to the CPU, and datasets that are written
first are not uploaded to the GPU. This can significantly
reduce the time taken by copies, however as we will show it
can still be a bottleneck on PCI-e GPUs.
We introduce an additional optimisation, building on the
fact that in most stencil codes there is a number of datasets
used as temporaries within one time step, they do not carry
information across time iterations - and the application itself
follows a cyclic execution pattern. If the loops in the tile
correspond to all the loops in the time iteration, then these
datasets do not need to be copied back to the CPU, saving
additional time - thus we can optionally not copy datasets
back to the CPU that are written first. This of course is an
unsafe optimisation, as not all stencil codes are structured
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like that, and even for the ones that are, datasets written in
the initialisation phase of the application (e.g. calculating
coordinates and volumes) will be read during the main part
of the simulation. Remember, that OPS needs to execute
all preceding loops when something needs to be returned to
user space, therefore it cannot see ahead to determine which
datasets will be read later on. In the application codes we
study, we enable this optimisation by setting a flag after the
initialisation phase, once the regular cyclic execution pattern
begins.
Finally, we consider that when finishing the execution of a
chain of loops, the processing (and even the existence) of the
next chain cannot begin until the current one finished. This
also means that fetching the data required for the first tile of
the second loopchain will not start until the execution of the
first chain’s last tile finished - meaning there is no overlap
in CPU-GPU copies for the first tile and GPU execution of
the last tile. To address this, we implement a speculative
prefetching scheme: during the execution of the first chain’s
last tile, we start uploading data for the second chain’s
first tile; but of course without information on what the
second loopchain looks like - therefore we use the first tile’s
dependencies, assuming that the second chain of loops will
look similar to the first. Then, when the processing of the
second chain of loops actually starts, we check what was
uploaded previously, and upload anything that is missing.

5

PERFORMANCE ANALYSIS

In this section we first introduce the stencil applications
being studied, then move on to analyse performance and size
scalability on the KNL, then on the P100 GPU using various
data movement strategies.

5.1

Stencil codes

Our first two applications benchmarked are the 2D and the
3D versions of CloverLeaf [12], mini-applications from the
Mantevo suite [2] that solve the compressible Euler equations
on a Cartesian grid, using an explicit second-order method.
CloverLeaf uses an explicit time-marching scheme, computing
energy, density, pressure and velocity on a staggered grid,
using the finite volume discretisation. One timestep involves
two main computational stages: a Lagrangian step with a
predictor-corrector scheme, advancing time, and an advection
step - with separate sweeps in the horizontal/vertical/depth
dimensions. The full source of the original is available at [5].
CloverLeaf 2D/3D has 25/30 variables per gridpoint (the
number of datasets), and there are 30/46 multi-point stencils
used to access them at different stages of the computation.
There are a total of 83/141 parallel loops over the grid, and
these are spread across 15 different source files - there is
significant branching between loops, depending on e.g. sweep
direction. A single time iteration consists of a chain of
153/603 parallel loops to be performed in sequence.
The third stencil application is OpenSBLI [10], a large-scale
academic research code being developed at the University of
Southampton, focusing on the solution of the compressible
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Figure 3: CloverLeaf 2D problem scaling on the KNL
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Figure 4: MCDRAM Cache Hit rate on CloverLeaf 2D
as reported by PCM
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On Intel’s KNL architecture, it is possible to use the integrated MCDRAM as a separate memory space (Flat mode),
by either using different malloc calls, or by using a tool like
numactl to force all allocations to it. Using the same tools,
one can also not use the MCDRAM at all, so all memory
allocation and movement goes to DDR4. MCDRAM can also
be used as a further level of cache between L2 (no L3 cache on
the KNL) and DDR4. In this work, we use the MCDRAM in
the quadrant clustering mode, which affects memory accesses
between different cores (for details, see [19]), as tests have
shown it to perform better on these applications than any of
the other settings.
To explore performance and to demonstrate the relevance
and benefits of our work, we run our benchmarks at different
sizes in four configurations: in flat mode only using DDR4
without tiling, in flat mode only using MCDRAM without
tiling, in cache mode without tiling, and in cache mode with
tiling enabled. We did not realise any performance benefit
from trying to tile in L2 cache because of the large data
footprint of our tiles and the relatively small amount of L2
cache per core, therefore we do not discuss that option. The
best performance is expected from the flat MCDRAM configuration, and the worst from the flat DDR4 configuration,
in caching mode – with or without tiling, the performance
should be between these two. We use 4 MPI processes, with
32 threads each, pinned to cores in different quadrants, on
an Intel Xeon Phi x200 7210 processor, running CentOS 7.

flat MCDRAM

250

0

Average Bandwidth (GB/s)

5.2

300

MCDRAM Hit rate

Navier-Stokes equations with application to shock-boundary
layer interactions (SBLI). Here we are evaluating a 3D TaylorGreen vortex testcase, which consists of 27 nested loops
over the computational grid, using 9 different stencils and
accessing 29 datasets defined on the 3D grid. This code uses
a third-order Runge-Kutta scheme without adaptive step
control, and does not use any reductions during the bulk
of the computations, therefore we can practically tile across
an arbitrary number of loops - this will be explored during
performance analysis.
Considering all of these applications are bound my memory
bandwidth, due to a low flop/byte ratio, the key performance
metric is achieved bandwidth - this is what we report in this
paper. Bandwidth is calculated by looking at the iteration
range of each loop, and the datasets it accesses, thus calculating the number of bytes moved (1× multiplier for reads or
writes, and 2× for reads and writes). This is then divided by
the runtime of the loop to get GB/s. This is finally weighted
averaged over all loops for the entire application to produce
the “Average Bandwidth” metric that we report.
These applications are representative of structured mesh
stencil computations particularly in the Computational Fluid
Dynamics area: large numbers of variables per gridpoint,
many different sweeps over the computational grid, and a
low arithmetic intensity. They however may not be of representative of different classes of applications (e.g. LatticeBoltzmann) that have different characteristics.
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Problem Size (GB)

Figure 5: CloverLeaf 3D problem scaling on the KNL
STREAM Triad bandwidth on this machine is 291 GB/s
in cache mode, and in flat mode when malloc is used for
memory allocation, DDR4 bandwidth is 60.8 GB/s and MCDRAM bandwidth is 314 GB/s. Please note that this is a
modified version of the STREAM benchmark - the original
achieves up to 450 GB/s in MCDRAM, however it allocates
memory statically, which is unrealistic actual applications
which allocate memory dynamically.
Figures 3, 5, and 6 show the average bandwidth over the
entirety of the application - the same trends appears on all
three applications: in the flat configurations, performance
holds steady, but of course for MCDRAM we quickly run out
of available memory, and trying to run larger problems leads
to segmentation faults. On CloverLeaf 2D and 3D using only
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Figure 6: OpenSBLI problem scaling on the KNL
DDR4 shows an average of 50 GB/s, but in the flat MCDRAM
configuration there is a 20% difference between 2D and 3D
(200 vs 240 GB/s) - this is due to the 3D version having
more complex kernels that are more sensitive to latency MCDRAM is 4.8× (2D) and 4× (3D) faster than DDR4 .
This is even more pronounced for OpenSBLI, where a single
large kernel, very sensitive to latency, accounts for 60% of
the runtime: with DDR4 30 GB/s and with MCDRAM 83
GB/s is achieved.
Switching MCDRAM to cache mode and running increasingly larger problems shows a graceful degradation of performance: at small problem sizes there is very little drawback of
using cache mode instead of flat mode, and scaling to a size
of 48 GB, or 3 times larger than the cache, shows slowdowns
of 0.36× (86 GB/s) for CloverLeaf 2D, 0.45× (98 GB/s) for
CloverLeaf 3D, and 0.59× (50 GB/s) for OpenSBLI. The hit
rates in MCDRAM cache for CloverLeaf 2D are shown in
Figure 4; they show a steady decline matching runtimes.
Enabling tiling has two key effects on the KNL: improving
locality in MCDRAM cache, and improving MPI communications. The latter is because without tiling, OPS will
exchange the halos of datasets on a per-loop basis, whereas
with tiling it calculates the halos to be exchanged needed for
the execution of the entire loop chain - thus halo exchanges
happen once at the beginning of each loop chain; they are
larger in size than any individual exchange without tiling,
but much fewer in number. As we are running with 4 MPI
processes the latter is important, and it accounts for the
performance difference at small problem sizes that would
otherwise fit in the 16 GB cache. With tiling there is very
little performance loss at problem sizes far exceeding the 16
GB cache: comparing the smallest problems (6GB) to the 48
GB problems, there is only a 15% decrease in efficiency on
CloverLeaf 2D, 7% on CloverLeaf 3D, and 7% on OpenSBLI.
In total, our tiling algorithms have improved performance at
the 48 GB size by 2.2× on CloverLeaf 2D, 1.7× on CloverLeaf 3D, and 1.5× on OpenSBLI compared to the non-tiled
version. Hit rates in MCDRAM cache are shown in Figure 4
for CloverLeaf 2D; they show a slow decrease matching that
of runtime.
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5.3

Tiling on GPUs with Explicit Memory
Management

To evaluate performance on GPUs, we use NVIDIA Tesla
P100 cards, one with PCI-e, connected to a single-socket Xeon
E5-1660 v4, running Ubuntu 16.04. The other P100 card
is connected via NVLink to a Power8 CPU (IBM Minsky
system), running an Ubuntu 16.04 system. For both, we
use CUDA 8, driver version 375.39. The device-to-device
streaming copy bandwidth measured is 509.7 GB/s.
We have developed several ways of running larger problems
than 16GB on GPUs, relying on either unified memory, or
explicit memory management. In Section 4.1 we presented
a number of optimisations that help improve performance
when using explicit memory management: (1) less movement
of read-only and write-first data, (2) discarding the values
of write-first data (i.e. temporary datasets) during cyclic
execution (Cyclic/NoCyclic), and (3) speculative prefetching
of data for the next chain of loops (Prefetch/NoPrefetch).
In this section we will explore the implications of these approaches, except for (1) which is enabled all the time.
Overall best performance with and without tiling are shown
in Figure 7. As on the KNL platform, we see some differences
in baseline performance (without tiling, but only up to 16GB)
between the various applications: CloverLeaf 2D achieves
an average of 470 GB/s, CloverLeaf 3D achieves only 380
GB/s, due to its more complex computations, and OpenSBLI
achieves 170 GB/s, due to 68% of the runtime being spent in
a particularly computationally intensive and latency sensitive
kernel (the average bandwidth of all the other kernels is 450
GB/s).
When tiling is enabled with all the optimisations, we can
see that there is still a gap in performance for CloverLeaf
between the baseline and the tiled versions, but not so for
OpenSBLI. This ultimately comes down to whether there are
enough computations in the loop chains being tiled over to
hide the cost of moving data. With OpenSBLI we can tile
over an arbitrary number of loops - here we do so over 3 time
iterations (each with 3 Runge-Kutta steps), and so memory
movement can be completely hidden (NVLink performance is
slightly higher due to higher graphics clock speeds). Baseline
performance up to 16 GB matches NVLink performance.
On CloverLeaf 2D, the NVLink card achieves 84% of the
performance of the baseline, but the PCI-e card achieves
only 48%. The difference between the cards is simply due
to transfer speed - while NVLink throughput averages at 30
GB/s, PCI-e throughput is only 11 GB/s. The gap of 16%
between tiling on the NVLink card and the baseline is due
the fact that every 10 iterations the application calculates
a number of variables summarising the computational field,
such as pressure, kinetic energy, etc., resulting in a one-long
loop chain reading a large number of datasets with a very
poor copy/compute overlap.
On CloverLeaf 3D, the NVLink card achieves the same
84% of the performance of the baseline, but the PCI-e card
achieves a higher 68%. The differences come down to the
same reasons, but with the 3D application, there is much more
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Figure 7: Problem scaling on the P100 GPU
already. Enabling the prefetching optimisation as well is
Baseline
particularly beneficial at smaller problem sizes: prefetching
helps hide the latency of moving memory for the first tile
N - Prefetch
- as there are many more tiles at larger problem sizes, this
Cyclic
latency is proportionally smaller.
N - NoPrefetch
Cyclic
For OpenSBLI, we can control how many loops to tile over:
N - NoPrefetch
we experiment with tiling over 1, 2, or 3 timesteps. Enabling
NoCyclic
the Cyclic and Prefetch optimisations have the same effects
P - Prefetch
as on the CloverLeaf codes: more pronounced on the PCI-e
Cyclic
card, and particularly important at smaller problem sizes.
P - NoPrefetch
By tiling over more loops, we can improve the reuse of data
Cyclic
47
P - NoPrefetch
within the tiles, and allow for more time to hide the latency
NoCyclic
of data movement between CPU and GPU.

Figure 8: Tiling optimisations on CloverLeaf 2D on the
P100 (P-PCI-e, N-NVLink)
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Figure 9: Tiling optimisations on CloverLeaf 3D on the
P100 (P-PCI-e, N-NVLink)

data reuse (thanks to a larger number of loops), therefore
the PCI-e card achieves a much higher efficiency.
Delving into the optimisations, we show results on three
combinations: without the speculative prefetch of tile 0,
and without/with the assumption of cyclic behaviour and
skipping the download of write-first data (NoPrefetch NoCyclic/Cyclic), and third, with both enabled (Prefetch Cyclic).
Performance figures on CloverLeaf 2D/3D shown in Figures
8 and 9 clearly show the importance of reducing memory
movement through the Cyclic optimisation, particularly for
the 2D application where data reuse within a tile is less than
for the 3D application. For 3D, on the NVLink card, the
benefit is smaller, due to the interconnect being quite fast

Tiling with Unified Memory

Unified Memory, introduced in CUDA 6, greatly simplifies
memory management for GPUs: memory accessed on the
GPU will be automatically transferred to the GPU if it’s
not there yet. Prior to the Pascal generation of GPUs, one
was not allowed to oversubscribe GPU memory by allocating
more “Managed” memory on the CPU than the memory size
of the GPU. When the full problem size is less then the size of
GPU memory, there is some initial overhead in transferring
data to the GPU, but afterwards all the data will stay on the
GPU (unless accessed on the CPU), therefore performance
can be expected to be the same as with explicitly managed
memory.
First, we evaluate performance relying only on automatic
page migration, with and without tiling. As Figure 11 shows,
performance matches the baseline up to 16GB, after which
there is a dramatic drop in performance. This is due to
the high latency of page migration - the throughput is the
same on both NVLink and PCI-e devices, suggesting that
data movement due to page misses are bound by latency not
bandwidth.
The tiled version does perform up to 3× better than the
non-tiled version, absolute performance is still poor. This
can be further improved by the use of cudaMemPrefetch
prefetch commands, which instruct the driver to migrate
pages to or from the GPU. Unlike regular cudaMemcpy they
involve considerable CPU work within the GPU driver, which
also means that if not used carefully, they will not overlap
with one another, nor with kernel executions. We achieved
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Figure 11: Problem scaling with Unified Memory on the P100 GPU
best performance when prefetches to the host were issued
cache, forming large tiles across a number of loop nests in
right after all computational kernels for a given tile were
case of problems that would otherwise not fit in this memory.
queued, in the same stream, and prefetches to the device
We developed algorithms to explicitly manage the memory
were issued at the same time in a different stream, followed
on GPUs, streaming in and out data required by different tiles,
by a synchronisation on that stream - leading to the first set
and introduce optimisations to help reduce the amount of
to be executed by the deferred pathway in the driver, and
data moved: not moving read-only data back to the CPU, not
the second set by the non-deferred pathway. After each tile,
copying write-first data to the GPU, speculative prefetching
the streams are swapped, so the next tile starts execution in
of data for subsequent loop chains, and not copying temporary
a third, so far idle, stream. Unfortunately the performance of
data back to the CPU.
prefetches drops significantly once we start oversubscribing
After implementing the proposed algorithms into the OPS
memory, which is another issue in the current drivers. As
domain specific language, we carried out a detailed study
of three large stencil codes: CloverLeaf 2D, CloverLeaf 3D,
Figure 11 shows, the prefetch version is significantly faster
above 16GB, but on CloverLeaf there is simply not enough
and OpenSBLI. Running on Intel’s Knights Landing, we
data re-use to hide the latency of memory movement. On
demonstrate how at increasing problem sizes performance
OpenSBLI, tiling over 5 time iterations, there is enough
drops without tiling, and that with tiling efficiency can be
maintained with very little loss: at a 48GB size, 16% loss
data re-use, but due to overlap issues between loop chains
(going from last tile of previous chain to first tile of the next)
compared to 6GB on CloverLeaf 2D, and 7% on CloverLeaf
performance still does not reach that of the baseline.
3D and OpenSBLI. On NVIDIA’s P100 GPUs connected to
Unfortunately the issues with page migration limit the
the CPU via either PCI-e or NVLink, we evaluate performance using explicit memory management, as well as unified
usability of this approach - the problems are even worse
memory. Due to a number of inefficiencies and issues in
on the IBM+NVLink platform: while below 16 GB it is
faster than PCI-e, when oversubscribing memory it performs
the driver and the handling of prefetches, the unified memconsistently worse.
ory versions do not perform well, but the explicit memory
management versions do get performance close to what is
achieved on small problems: on NVLink cards within 16%
6 CONCLUSION
on CloverLeaf 2D and 3D, and matching performance on
In this paper, we have presented algorithmic techniques and
OpenSBLI. This essentially comes down to data re-use and
optimisations that allow the application of a cache-blocking
computational intensity in loop chains: while there is enough
tiling technique to large scale stencil codes running on arin OpenSBLI, there are some loop chains in CloverLeaf with
chitectures with small but high-bandwidth memory. We
low data re-use.
propose to use the high-bandwidth memory as a last level

Beyond 16GB: Out-of-Core Stencil Computations
Our results demonstrate that it is possible to run much
larger problems on architectures with high bandwidth memory than what can fit in this memory, at only a minor loss
in efficiency - even in case of a class of problems which is
limited by bandwidth. This work also underlines the utility
of domain specific languages: to achieve these results, we did
not have to modify the high-level scientific code, only components of the OPS library. Next, we would like to explore
scaling to hundreds or thousands of KNLs and GPUs, and
further improving MPI communications with latency hiding
by computing tiles that do not depend on halo data first.
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Lars Koesterke, Lei Huang, and Jerome Vienne. 2016. A Comparative Study of Application Performance and Scalability on the Intel Knights Landing Processor. Springer International Publishing,
Cham, 307–318. https://doi.org/10.1007/978-3-319-46079-6 22
N.
Sakharnykh.
[n.
d.].
Beyond
GPU
Memory Limits with Unified Memory on Pascal.
([n.
d.]).
https://devblogs.nvidia.com/parallelforall/
beyond-gpu-memory-limits-unified-memory-pascal/
Eric Schweitz, Richard Lethin, Allen Leung, and Benoit Meister.
2006. R-stream: A parametric high level compiler. Proceedings
of HPEC (2006).
Yuan Tang, Rezaul Alam Chowdhury, Bradley C. Kuszmaul, ChiKeung Luk, and Charles E. Leiserson. 2011. The Pochoir Stencil
Compiler. In Proceedings of the Twenty-third Annual ACM
Symposium on Parallelism in Algorithms and Architectures
(SPAA ’11). ACM, New York, NY, USA, 117–128. https://doi.
org/10.1145/1989493.1989508
Josh Tobin, Alexander Breuer, Alexander Heinecke, Charles
Yount, and Yifeng Cui. 2017. Accelerating Seismic Simulations Using the Intel Xeon Phi Knights Landing Processor. Springer International Publishing, Cham, 139–157. https:
//doi.org/10.1007/978-3-319-58667-0 8
Ruonan Wang and Christopher Harris. 2013. Scaling radio astronomy signal correlation on heterogeneous supercomputers using
variousdata distribution methodologies. Experimental Astronomy 36, 3 (01 Dec 2013), 433–449. https://doi.org/10.1007/

MCHPC’17, November 12–17, 2017, Denver, CO, USA
s10686-013-9340-7
[27] Rui Wang, Yuchi Huo, Yazhen Yuan, Kun Zhou, Wei Hua, and
Hujun Bao. 2013. GPU-based Out-of-core Many-lights Rendering.
ACM Trans. Graph. 32, 6, Article 210 (Nov. 2013), 10 pages.
https://doi.org/10.1145/2508363.2508413
[28] Charles Yount, Josh Tobin, Alexander Breuer, and Alejandro
Duran. 2016. YASK-yet Another Stencil Kernel: A Framework for
HPC Stencil Code-generation and Tuning. In Proceedings of the
Sixth International Workshop on Domain-Specific Languages
and High-Level Frameworks for HPC (WOLFHPC ’16). IEEE
Press, Piscataway, NJ, USA, 30–39. https://doi.org/10.1109/
WOLFHPC.2016.8

I. Z. Reguly et al.

NUMA Distance for Heterogeneous Memory
Sean Williams

Latchesar Ionkov

Michael Lang

New Mexico Consortium
swilliams@newmexicoconsortium.
org

Los Alamos National Laboratory
lionkov@lanl.gov

Los Alamos National Laboratory
mlang@lanl.gov

ABSTRACT
Experience with Intel Xeon Phi suggests that NUMA alone is inadequate for assignment of pages to devices in heterogeneous memory
systems. We argue that this is because NUMA is based on a single
distance metric between all domains (i.e., number of devices łin
betweenž the domains), while relationships between heterogeneous
domains can and should be characterized by multiple metrics (e.g.,
latency, bandwidth, capacity). We therefore propose elaborating the
concept of NUMA distance to give better and more intuitive control
of placement of pages, while retaining most of the simplicity of the
NUMA abstraction. This can be based on minor modification of
the Linux kernel, with the possibility for further development by
hardware vendors.
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1

INTRODUCTION

We are chiefly concerned with the application developers’ experience when interacting with heterogeneous memory. Of course,
this is a problem about the future, and the future is manifold, so
really we will discuss one likely configuration of complex memory:
heterogeneous NUMA, which is not coincidentally the approach
used by Intel for exposure of the MCDRAM on Xeon Phi [4].
Nonuniform memory access (NUMA) is an abstraction commonly deployed for multisocket machines, in which each socket
has an associated memory controller. Because of the relative distances of processors to memory controllers, access to memory is
nonuniform, but the memory itself is assumed to be homogeneous.
This introduces several subservient abstractions: the NUMA node
or domain, which contains processing and memory elements that
łgo together,ž for example, a processor and its closest memory controller; the distance between any pair of NUMA nodes; and policies
that use distances to decide placement of allocations onto nodes.
Publication rights licensed to ACM. ACM acknowledges that this contribution was
authored or co-authored by an employee, contractor or affiliate of the United States
government. As such, the Government retains a nonexclusive, royalty-free right to
publish or reproduce this article, or to allow others to do so, for Government purposes
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The traditional theory of distance is that, since memory devices
themselves are homogeneous, NUMA can be treated as though it
were a network, such that distance implies the number of hops
or the request latency between a sender and a receiver. This also
implies a simple strategy to get reasonable performance from a
multisocket NUMA machine: pin a process to a single NUMA node,
and allocate memory in such a way as to minimize distance. The
latter part is, naturally, the default memory policy on Linux.
Another assumption behind this formulation of NUMA is that
different memory devices are preferential for different processes.
That is, in the multisocket machine with homogeneous memory
devices, there is no particular trade-off at play: allocations should,
in general, always stay within their node1 . This is another factor in
why a simple default policy works out well, because no optimization
is needed, as there are no competing goals.
We see cracks in this formulation when memory devices are
inhomogeneous. When a Xeon Phi is configured to expose its MCDRAM as an explicit NUMA node, its devices are assigned to nodes
such that processors are paired with ordinary DRAM, and MCDRAM resides in one or more memory-only nodes. Distances are
assigned such that local DRAM is closest, then all other DRAM
nodes have a next closest and equal distance, then local MCDRAM
is next closest, then other MCDRAM nodes have furthest and equal
distance. This may seem strange, since MCDRAM is in some respects łbetterž than DRAM yet is considered further away, but it
makes perfect sense on closer inspection: First, MCDRAM is only
better in some respects, and second, it is a limited resource, so a
more sensible default is for allocations not to reside in MCDRAM.
This configuration turns MCDRAM into an łopt-inž device, and
NUMA is used for implementation.
This is a very reasonable thing to do in the short term, but
we see several long-term problems. First, this is unportable, as
opting an allocation in to the MCDRAM requires knowing that
this is the game being played, and also knowing the meaning of
the NUMA node ID numbers. Second, with the existing memory
policies, this works because there are only two nodes of interest (i.e.,
the local DRAM and local MCDRAM nodes). There is a memory
policy to handle this situation, in which placement on an explicit,
user-selected node is preferred, and if that cannot be accommodated,
then placement falls back to the default policy.
In our view, the real culprit here is the implicit view that one
distance metric adequately captures users’ needs toward and beliefs about heterogeneous memory devices. As stated above, this
view includes an assumption that memory devices are themselves
homogeneous, and the strangeness surrounding Xeon Phi reflects
1 There

is another, less common use: if one is more concerned about bandwidth than
latency, or one does not expect use of an allocation to be confined to one process or
processor, then spreading an allocation across NUMA node can be useful. Fittingly,
there is an interleave memory policy that handles this situation.
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a violation of that assumption. Further, it seems plausible both that
NUMA will continue to be used in this fashion, and that the number and diversity of devices exposed through NUMA will increase.
Therefore, we believe that one important step in accommodating
heterogeneous memory into the user’s experience is an extension
of the existing distance system.

2

RELATED WORK

Other work in this area includes the Advanced Configuration and
Power Interface (ACPI), which is an open industry specification
codeveloped by Hewlett-Packard, Intel, Microsoft, Phoenix, and
Toshiba [1]. ACPI has coverage of power management, as well
as processor and memory topology tables. The System Resource
Affinity Table (SRAT) provides information about closeness of memory regions to processors. Additionally it has flags on whether the
memory is hot-pluggable and/or nonvolatile. The Platform Memory Topology Table (PMTT) describes the memory subsystems in
further detail, specifying relations between CPU sockets, memory controllers, and DIMMs. The memory controller information
includes read/write latencies and bandwidths, as well as optimal
access units. The System Locality Information Table (SLIT) provides distance between proximity domains. Although optional, the
SRAT is usually present, and is used by the Linux kernel to populate
the NUMA distance table. Unfortunately PMTT and SLIT are not
normally supported by vendors.
Hierarchical NUMA [6] is a recently-suggested set of extensions
to NUMA and the Linux kernel. The author proposes many masks
for memory policy, including latency, density, bandwidth, power,
and device-compute capability. Defining how these values are determined can be problematic, as they depend on data size, stride,
focus on writes versus reads, and congesting traffic. Additionally,
the proposal doesn’t allow for a user-defined ordering of memory
pools.
Other related work that exposes the memory hierarchy to programmers includes hwloc [2], which focuses on the topology of the
memory hierarchy and pinning of processing elements to NUMA
domains. hwloc uses libnuma [7]. memkind [3] is a library that
supports memory allocations, using jemalloc [5] as its allocator.
memkind and numactl/libnuma both are concerned only with NUMA
(i.e., standard memory devices). Additionally, memkind provides
only limited ability for determining the intention behind a NUMA
node, and otherwise is a tool for managing NUMA policy and
userspace heap management.

3 CONCEPT
3.1 Memory Semantics
Most application developers want easy-to-use, high-level abstractions that are suggestive of some underlying mechanics. This is
already present in the design of NUMA, in which a node łcorresponds tož some hardware in a generally-reasonable way, but
abstracts most of the details. When it comes to heterogeneous memory, we believe this strategy should be expressed through the usual
language of memory, e.g., bandwidth, latency, capacity. This then
results in developers thinking about allocations in terms of where
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they fit within their concepts of memory, for example, łthis allocation is bandwidth-sensitive,ž or łthis allocation doesn’t demand
high performance.ž
NUMA already has much of the groundwork for this kind of
approach, in the form of memory policies. On one hand, we therefore see the problem of heterogeneous NUMA as a problem of the
inadequacy of existing memory policies. On the other, projects
like memkind already facilitate attaching heap allocators to memory policies, so for the particular problem we’ve outlined, more
robust memory policies would finish the story began by NUMA and
memkind. Thus, the solution we outline is one in which memory
policies are enhanced with the ordinary semantics of memory.

3.2

The Need for Kernel Hacking

One objection immediately presents itself: modifying the Linux
kernel is invasive and can be difficult to deploy. Nonetheless, we
believe that kernel modifications are the best solution, because they
do the best to facilitate the łspillingž of allocations between nodes.
Our expectation is that memory devices tuned for performance will
also have limited capacity, and in that sense will be oversubscribed.
What should happen if a developer requests an allocation on
performant memory, that exceeds the available capacity of the best
device? Ideally, one wants a contiguous virtual address space that
is backed by the best collection of physical pages, i.e., the allocation
should back pages on the best device as long as it has free pages,
then pages should come from the second-best device, and so on.
This is impractical in userspace since reports of available capacity
are unreliable, not least because pages can be backed at any time so
there’s opportunity for łracesž to back pages on particular devices.
Within the kernel itself, decisions about where to back pages
can be made quickly and in a serialized fashion. Furthermore, as
implied above, memory policies are implemented in the kernel, so
to the extent that memory semantics can be encoded in memory
policies, they provide a straightforward path for implementing such
modifications to the kernel. Finally, the changes required to add
more memory policies are fairly minor and isolated.

3.3

Distance and Ordering

A distance metric always implies a partial ordering, i.e., an ordering
in which elements can be indifferentiable, or, in which elements can
occupy the same position in the ordering. NUMA distance is only a
relative distanceÐit only implies relations between nodesÐso it is
only reliable for the purpose of creating such an ordering. Indeed,
the default memory policy in Linux is one in which allocations are
placed based on the ordering implied by NUMA distance.
Thus, in spite of the title of this paper, we argue that the problem
of heterogeneous NUMA is better-treated as a problem of ordering,
rather than a problem of distances. As we will argue later, it is still
perfectly reasonable to deploy the same gambit, i.e., to develop distance metrics for the purpose of developing partial orders. However,
most of the rest of this paper will concern problems of ordering.
This ultimately brings us to our proposal: we altered the Linux
kernel to add a number of explicit NUMA node orderings and
corresponding memory policies. That is, for each NUMA node, we
define one or more orderings of NUMA nodes, and each ordering is
associated with a policy, and the policy is to place pages on nodes
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if ( pol -> mode == MPOL_HBM_ORDERING ) {
int nid , i , j;
struct zonelist * zl ;
struct zone *z;
struct page * page ;
long fp , tp ;
int thiscpu = raw_smp_processor_id ();
int thisnid = cpu_to_node ( thiscpu );
for (i = 0; i < MAX_NUMNODES ; i ++) {
nid = numa_hbm_ordering [ thisnid ][ i ];
if ( nid < 0) break ;
zl = node_zonelist ( nid , gfp );
z = zonelist_zone (& zl -> _zonerefs [0]);
fp = zone_page_state (z , NR_FREE_PAGES );
tp = fp ;
for (j = NR_ZONE_INACTIVE_ANON ; j <= NR_KERNEL_STACK_KB ; j ++)
tp += zone_page_state (z , j );
if ( fp > tp / 10) {
page = __alloc_pages ( gfp , order , zl );
if ( page )
return page ;
}
}
}
Figure 1: Linux kernel source code for allocating a page using an ordered memory policy. This code lives in the alloc_pages_vma
function in mm/mempolicy.c, and must be provided (in some form) for each ordering.
according to the ordering. So if a machine has four nodes, and
node 0 has a (e.g.) high-bandwidth ordering of (2, 0, 1, 3), then an
allocation using the high-bandwidth policy will place pages on
node 2 until it is full, then on node 0 until it is full, and so forth.
NUMA distance is always specified from a source, typically the
NUMA node containing the CPU that is running a querying process,
to a destination, typically the NUMA node containing a memory
device that is a candidate for allocation. Similarly, our proposal
maps a source, a CPU running a querying process, to an ordered list
of NUMA nodes. Hence the remaining discussion will always have
this implicit relativity to it: everything is done with respect to a
source CPU, and the full collection of orderings is two-dimensional.

4 IMPLEMENTATION
4.1 Memory Policies
Memory policies are applied by two system calls: in terms of virtual memory areas with mbind, and in terms of processes with
set_mempolicy. From the user’s perspective, memory policies are
a pair of enumerations, on the kernel side in include/uapi/linux/
mempolicy.h and on the user side in include/numaif.h (i.e., part
of libnuma). In the kernel, this is actually an enumeration type, and
we can add policies by adding more entries (noting that policies
should be added before MPOL_MAX), while on the user side the policies are literals named by #define. Of course, one must ensure that
the enumerations are equivalent in both files.

Several memory policies have node masks associated with them;
for example, the MPOL_PREFERRED policy must indicate which node
is preferred, which is implemented using a bit mask (with width
MAX_NUMNODES, i.e., the kernel configuration parameter for the maximum number of NUMA nodes). Ordering policies do not need any
data associated with particular instances of a policy, which we need
to keep in mind when creating data structures for them.
Instantiation of an ordering memory policy within the kernel
requires a couple minor changes to mm/mempolicy.c: we must bypass a check for a nonempty nodemask in mpol_new, and likewise,
we need to exit early from mpol_set_nodemask. Both changes relate to the fact that the new policies should not have nodemasks
(unlike the other nondefault policies), but cannot use the default
policy path, since the policy data structure is NULL in the default
case. Ultimately, the memory policy itself is still just a position in
an enumeration, so this will ultimately create a struct mempolicy
with its mode value set accordingly.

4.2

Orderings

As mentioned in Section 3.3, the orderings in question are twodimensional, being a mapping from a source NUMA node to an
ordered list of nodes. Thus, each ordering requires a matrix of
integers of size MAX_NUMNODES × MAX_NUMNODES. Each source node
has a row of the matrix, and each row is a list of nodes, with the
end of the list indicated by a sentinel value, e.g., −1.
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The actual implementation of these orderings resides in drivers/
base/node.c, which defines the core behavior of NUMA nodes.
However, we should now remark that this aspect, in our current
work, is more prototypical: we will describe here what we have
done, which may be adequate for the future problems, or if not, is
a reasonable foundation for future work.
Initialization of the orderings is done in the register_one_node
function, for now just by assigning any orderings2 . Each NUMA
node then exposes each of its orderings through the kobject/sysfs
mechanism, as a read-write file in /sys/devices/system/node/
nodeN/. Being writable, this file is currently how one configures
the orderings: we implemented the write callback to parse a spacedelimited list of numbers, implicitly adding the sentinel value to the
end. Reading the file, likewise, produces a space-delimited listing,
e.g.,
$ cat /sys/devices/system/node/node3/hbm_ord
3 0 1 2
$ echo 3 2 1 0 >
/sys/devices/system/node/node3/hbm_ord
$ cat /sys/devices/system/node/node3/hbm_ord
3 2 1 0

4.3

Page Allocation

The meat of all this, now, resides in the alloc_pages_vma function
in mm/mempolicy.c, which actually provides a page when needed.
This function receives a virtual memory area structure, which itself
contains a memory policy structure. Source code is provided in
Figure 1; this prototype implementation demonstrates what we are
trying to accomplish here.
We begin by determining which NUMA node the current process is running on, and then iterate through its row in the correct
ordering matrix. If we find a negative value (suggesting a sentinel,
i.e., the end of the ordering), we break from the loop, which will
ultimately result in the page coming from an ordinary (fallback)
allocation mechanism.
We then attempt to compute the node’s free memory, by getting
a zone data structure for it and iterating through its page counts.
The node is only used if this computation indicates it is at most
90% utilized, in which case we attempt to allocate a page from this
node. If the node is more than 90% used or the allocation fails, the
next node is tried.

4.4

Userspace

With all this in place, use of this technique is very simple. For a
complete example:
# include
# include
# include
# include

< numaif .h >
< stdio .h >
< stdlib .h >
< unistd .h >

# define SZ 4000000000
int main () {
2 We

use a default ordering in which the local node is first, then all other nodes follow
in numeric order by ID number, followed by a sentinel of −1. This is fine as a proof of
concept, but obviously is not a long-term solution.
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set_mempolicy ( MPOL_HBM_ORDERING ,
NULL , 0);
char * blob = malloc ( SZ );
size_t i;
for (i = 0; i < SZ ; i += 4096)
blob [i] = 0;
char path [100];
sprintf (" cat ␣/ proc /% d/ numa_maps " ,
getpid ());
system ( path );
}

The most important line, of course, is set_mempolicy; the remaining code just touches all the pages to ensure they are physicallybacked, then prints the numa_maps to verify that the pages are
where they should be. This could also be done using mbind, though
we expect that most users will prefer dealing with set_mempolicy.

5

FUTURE WORK

Most of our future work concerns the problem of deciding the
orderings, both the number and names of orderings, and also deciding how devices should be ordered on actual machines. For the
first problem, orderings in this sense are equivalent to categories,
specifically, categories of intentions for usage of memory. There
are several obvious categoriesÐlatency, bandwidth, capacity, and
normalityÐwith some obvious caveats about how to handle accelerators, but this issue might be worth further exploration, in case
we missed something.
The issue of deciding on positions of devices in orderings is more
interesting, and worthier of a lengthy discussion here.

5.1

Empiricism

Keeping in mind that for our purposes distance and (partial) order
are equivalent, one might ask, why not just measure properties of
interest and construct orderings from them? That is, use something
like STREAM to estimate peak bandwidth, and order NUMA nodes
by the numbers given by that algorithm? But the flaw with this
plan is exposed by this question, as most people appreciate that
STREAM is not indicative of actual usable bandwidth. Why is that?
The broader flaw with empiricism is, generalizing from specific
experiences takes for granted that the total present conditions of
the specific experience will either be substantively similar in later
situations, or that the external contingencies of the present situation
have little bearing on the generalization. This latter position is
often invoked/hoped for in the expression łall things equal,ž and
refuted by the expression łpast performance is not indicative of
future results.ž Hence the mixed feelings about STREAM represent
unease about the generalizability of bandwidth measurement in
high-performance computing.
Thus, we expect that walking an empirical road would lead to
unending hand-wringing about testing methodology and propriety
of generalizations. This could nonetheless be pursued, but only if
one does so with eyes wide open.

NUMA Distance for Heterogeneous Memory

5.2

System Architect

Another approach would be for the orderings to be part of system
configuration, such that system architects could use their expectations about the use of a system’s hardware to decide the various
orderings by hand. This assumes that system architects themselves
have a solid grasp on how application developers want to experience heterogeneous memory, but we view that as more plausible
than a general mechanical decision process (that does not, itself,
reiterate the problems of empiricism).
This would, in practice, limit the usefulness of this work to
high-performance computing, which might make these changes
trickier to deploy into the mainstream Linux kernel. Of course, these
changes could be maintained as an explicit patch, to be deployed as
needed on supercomputers with on-node heterogeneous memory.
This would sidestep nearly all of the really serious problems, except
that the extra workload on system architects would require them
to consider this problem and these solutions worth the trouble.
Whether that represents a lower or higher bar is unclear.

5.3

Vendor Involvement

A third approach is for vendors to provide usable specifications
in hardware, accessible through, for example, ACPI. Indeed, some
initial investigations on our part show that the ACPI specifications
outline entries for device latency and bandwidth, but we are uncertain about the universality of support for these kinds of data.
Nonetheless, if vendors of heterogeneous memory hardware exposed their intentions for these devices through a mechanism like
ACPI, then many of these issues would be readily solved.
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CONCLUSION

We have outlined a way forward for the user experience of heterogeneous memory that is exposed through the NUMA abstraction.
Our solution extends the existing concepts of NUMA distance and
memory policy to provide a simple, fast, easy-to-use mechanism for
assigning allocations to memory semantics like łhigh bandwidthž
and łlow latency.ž This approach involves modification to the Linux
kernel, but the modifications are limited in scope and extent, only
extending features that already exist. Open questions remain about
how to match devices with semantics, but we believe this work
serves as a valuable foundation for addressing those issues.
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ABSTRACT
General 1 Purpose Graphics Processing Units (GPGPU) have
become a popular platform to accelerate high performance
applications. Although they provide exceptional computing
power, GPGPU impose significant pressure on the off-chip
memory system. Evaluating, understanding, and improving
GPGPU data access delay has become an important research topic
in high-performance computing. In this study, we utilize the
newly proposed GPGPU/C-AMAT (Concurrent Average Memory
Access Time) model to quantitatively evaluate GPGPU memory
performance. Specifically, we extend the current C-AMAT model
to include a GPGPU-specific modeling component and then
provide its evaluation results.
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1

INTRODUCTION

General Purpose Graphics Processing Units (GPGPU) are
increasingly important for high performance computing (HPC).
They have been widely used as accelerators for general purpose
computing. However, they suffer from performance variability on
non-graphic applications, and often provide single digit utilization
for scientific applications due to inefficient data access. To
mitigate the data access delay, understanding GPGPU memory
performance and its contributing factors is essential for efficiency
optimization. Since data access delay is typically applicationdependent, the knowledge about such delay is often difficult to
obtain due to GPGPU’ massive parallelism. Currently, using
GPGPU efficiently in scientific computing is labor intensive as
well as a trial and error process.
We apply the C-AMAT (Concurrent Average Memory Access
Time) [1] model to GPGPU for a better understanding of their
memory system performance. Our GPGPU/C-AMAT model
considers warp-level data access as the basic unit operation
because warps are executed in a SIMD fashion. In other words, a
warp will stall if any of its threads stalls. By considering both data
access concurrency and locality, the GPGPU/C-AMAT model
provides a reliable metric that can accurately reflect the
performance of GPGPU memory system.
The rest of this paper is organized as follows. Section 2
introduces the background which includes the basic C-AMAT
definition and formulation in GPGPU architecture. Section 3
introduces the evaluation methodology of C-AMAT for GPGPU.
In Section 4, we provide the evaluation details. Then, Section 5
presents related work. Finally, Section 6 gives the conclusion.

2 BACKGROUND
In this section, we first introduce the GPGPU architecture and
scheduling schemes. Then, we introduce the C-AMAT model and
its interpretation toward GPGPU.
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2.1 The GPGPU Architecture
A GPGPU consists of many simple in-order cores, which are
typically organized under the “single-instruction, multiplethreads” (SIMT) execution model with lanes of 8 to 32 [2][3]. As
shown in Fig. 1, a GPGPU has several SM (streaming
multiprocessor) cores, each SM core consists of 32 or 64 small
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cores, and several load/store units. Each SM core has a private L1
data cache, a read-only texture cache and a constant cache, along
with a low-latency shared memory. SM cores have direct access
to L2 cache and are clustered for organization. They have a share
Memory Controllers (MC) to access DRAM. The GPGPU
architecture employs the memory coalescing technique, where
nearby memory accesses are coalesced into a single cache line, so
that the total number of memory requests is reduced.

N. Zhang et al.
only one kernel is active at a time. After launching the kernel, the
second step is that the global block (CTA) scheduler assigns
CTAs of the launched kernel to all the available cores. The CTA
assignment is done in a load-balanced round-robin fashion. If
there are enough CTAs, each core is assigned with at least one
CTA. Then, if a core can execute multiple CTAs, a second round
of assignment starts; if there are enough available CTAs, this
process continues until all CTAs have been assigned or all the
cores have been assigned with their maximum limit of CTAs.
Assuming there are enough CTAs to schedule, and the number of
concurrently executing CTAs in the system is equal to N. The
maximum CTAs (N) per-core is limited by core resources. Given
a baseline architecture, CTAs(N) may vary for a given kernel
depending on the resources needed by the CTAs. After the CTA
assignment, the third step is to schedule the warps, which are
associated with the launched CTA(s), on a core. The warps are
typically scheduled in different scheduling policies such as roundrobin and GTO (Greedy Then Oldest) to the SIMT lanes. Note
that warp is the smallest unit that can be scheduled on GPGPU
[9][10].

2.2 C-AMAT and its Interpretation on GPGPU
Figure 1: Hardware Architecture of GPGPU
Fig. 2 shows the software hierarchy of a GPGPU application
consisting of threads, warps, CTAs (Cooperative Thread Arrays),
and kernels. A group of threads constitute a “CTA” or “thread
block”. A CTA is essentially a batch of threads that can
coordinate among each other by synchronizing their execution
streams using barrier instructions. Since all the synchronization
primitives are encapsulated in the CTA, execution of CTAs can be
performed in any order [4][5]. This helps in maximizing the
available parallelism and any core is free to schedule any CTA.
Further, each kernel is associated with many CTAs, and one or
multiple kernels form a GPGPU application. A “warp” or a
“wavefront” is the granularity at which threads are scheduled to
the pipeline, and is a group of 32 threads. Note that a warp is an
architectural structure rather than a programming model concept.

Figure 2: Software Architecture of GPGPU
GPGPU performances are highly influenced by scheduling
[6][7][8]. Scheduling is typically a three-step process. First, a
kernel of an application is launched on the GPGPU. Generally,
2

The C-AMAT (Concurrent-AMAT) memory performance model
[1] is an extension of the traditional AMAT (Average Memory
Access Time) model [11] to consider concurrent data access.
Quantitatively speaking, C-AMAT is equal to the total memory
access cycles divided by the total number of memory accesses
[12]. Let TMemCycle represent the total number of cycles executed
in which there is at least one outstanding memory reference; and
let CMemAcc represent the total number of memory accesses, then
we have,
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In GPGPU, a warp cannot progress until all its threads have
fetched their data. In other words, if one thread has a cache miss,
then the while warp will be stalled. Therefore, different with CPU,
the C-AMAT model for GPGPU considers warp-level data
accesses instead of counting thread-level access. Therefore, in the
two-parameter C-AMAT definition Eq. (1), for GPGPU, CMemAcc
represents the total number of warp-level memory accesses. The
TMemCycle calculation for GPGPU is the same as that of CPU
without any change. An overlapping mode is adopted for counting
memory access cycles. That is when more than one warps access
memory at the same memory cycle, TMemCycle only increases by
one. Another important feature of TMemCycle is that it only counts
memory active cycles. That is if the memory is idle (here idle
means there is no ongoing data access under its memory branch),
then there is no TMemCycle counting.
A five-parameter form of C-AMAT is shown in Equation (2)
[1], which is extremely useful for performance analysis.
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Evaluating GPGPU Memory Performance Through the C-AMAT
Model
In Eq. (2), the first parameter CH represents the hit concurrency;
the second parameter CM represents the pure miss concurrency. In
modern cache design, multi-port cache, multi-banked cache or
pipelined cache structures could contribute to CH. Non-blocking
cache structure could contribute the CM. pMR (Pure Miss Ratio) in
Eq. (2) is the number of pure misses over the total number of
accesses. Pure miss is an important concept introduced by CAMAT [1]. It means that the miss contains at least one miss cycle
which does not have any hit access. pAMP (Average Pure Miss
Penalty) is the average number of pure miss cycles per pure miss
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The C-AMAT values calculated by Eq. (1) and Eq. (2) are the
same because these two equations are equivalent.
In GPGPU, convert the data access at the warp level, the CAMAT parameters in Eq. (2) have their new meaning as follows.
•!

•!
•!
•!
•!

Figure 3: A C-AMAT Example
access. Fig. 3 provides a demonstration example to illustrate the
“hit”, “miss”, and “pure miss” cycle concept. There are 10
different memory accesses in Fig. 3. Each access contains 2 cycles
for cache hit operations. If it is a miss, additional miss penalty
cycles will be required. The number of miss penalty cycles is
uncertain because the miss will happen in different level caches.
From Fig. 1, access 1, 3, 5, 8 are hit accesses and access 2, 4, 6, 7,
9, 10 are miss accesses. Access 2, access 4, access 7 and access 10
both have 3-cycle miss penalty while both access 6 and 9 have 7cycle miss penalty. When considering the access concurrency and
the definition of pure miss, access 4 and 7 contain 1 pure miss
cycle; access 6 has 3 pure miss cycles; access 9 has 5 pure miss
cycles; access 10 has 3 pure miss cycles. There are three kinds of
phases in Fig. 3 which are Hit Phases, Hit/Miss Phases and Pure
Miss Phases. In Hit Phases, there are only hit cycles. In Pure Miss
Phases, there are only pure miss cycles and in Hit/Miss Phases
both miss cycles and hit cycles exist. The overlapping of hit and
miss access happens in Hit/Miss Phases. According to Eq. (1), CAMAT in Fig. 3 is 17 cycles out of 10 accesses or 1.7 cycle per
access. Another approach to calculate C-AMAT is to use hit and
miss concurrency factors. The critical question is how to obtain an
accurate average CH and CM. Here a weighted method is applied
to calculate the average value in [1]. As the example shown in
Fig. 3, there are 20 hits over 11 memory cycles. Therefore, CH =
20/11 = 1.82. And there are two pure miss phases, with totally 13
pure misses on 6 cycles. Therefore, CM = 13/6 = 2.17; pAMP =
13/5 =2.6; pMR = 5/10. Thus Eq. (2) is equal to
/$%2
2
5 13/5
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Warp-level cache hit (H): when all threads of the warp have
a cache hit.
Warp-level cache miss (M): when one or more threads of the
warp has a cache miss.
Warp-level cache pure miss (pM): all warps cannot be
scheduled due to warp-level miss.
Average Warp-level hit concurrency (CH): accumulated
warp-level hit cycles / active warp-level hit cycles.
Average Warp-level pure miss concurrency (CM):
accumulated warp-level pure miss cycles / active warp-level
pure miss cycles.

Under the wrap-level definitions, the GPGPU/C-AMAT model
is appropriate for GPGPU for the following reasons. Firstly, miss
and hit are defined at the warp-level. This is because warp is
executed under the SIMD execution model. One miss will stall the
whole wrap. Secondly, the pure miss concept introduced by the CAMAT model is also extended to the warp-level in GPGPU. This
is because GPGPU employs warp-level scheduling to increase
throughput and hiding data access latency. When one warp is
stalled due to miss, another warp in the waiting queue will be
scheduled into the pipeline for execution. This miss/fetch process
will continue until the waiting queue is empty. Therefore, a
GPGPU/C-AMAT pure miss is defined as all warps are stalled by
data misses. The warp-level pure misses of GPGPU/C-AMAT are
the misses causing a SM core idle. They provide a reliable
measurement that can accurately reflect the runtime data transfer
behaviors of GPGPU memory systems.

3

GPGPU/C-AMAT MEASUREMENT

To measure the C-AMAT value of the memory system in
GPGPU, only two parameters need to be measured as given by
Eq. (1). They are CMemAcc (Memory access) and TMemCycle
(Memory Active Cycles). To precisely measure these two
parameters, a C-AMAT Measurement Structure is designed in Fig.
4, which shows the design logic of measuring the C-AMAT of L1
Dcache in each SM core of GPGPU.
There are several components on Fig.4, namely MSHR (Miss
Status Holding Register), Load/Store Unit and C-AMAT
Measurement Logic (CML), etc. MSHR is a structured table. It
records cache miss information, such as access type (load/store),
access address, and return register. When the MSHR table is
empty, there is no any outstanding cache miss. While the MSHR
table is not empty, it means the cache is actively waiting for data
return from the next level layer of the memory hierarchy. The
Load/Store Unit is a specialized execution unit responsible for
executing all load and store instructions and loading data from
memory or storing data back to memory from registers. When the
Load/Store Unit is busy, it means the L1 Dcache is also active
because Load/Store Unit is sending data access requests to L1
3
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Dcache or waiting for the response from L1 Dcache. So CML can
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banks. The number of warp scheduler per core is one. In one SM
core, the maximum number of concurrent CTAs is 8. In fact, we
configure the parameters in our experiment following the Fermi
microarchitecture developed by NVIDIA. We deploy our
experiments on this mature architecture to get more reasonable
results.
Table 2: GPGPU-Sim Simulation Configuration Parameters
Parameter

Value

Processing clusters
SM core per cluster
Warp scheduler

15
1
GTO

Figure 4: C-AMAT Measurement Structure

Number of register banks

16

Number of warp schedulers per core

2

count the L1 Dcache active cycles through AS (Active Signal)
from Load/Store Unit and MSHR. One SM have many Load/Store
Units and if only one of Load/Store Units is busy, the AS will be
valid. We set CML’s clock be the same as that of SM to make
time synchronized to count the L1 Dcache active cycles. The
active cycle counting logic of L1 Dcache is shown in Table 1.

Maximum number of concurrent CTAs per SM

8

Table 1: L1 Dcache Active Cycle Counting Logic
Pseudo Code for Counting L1 Dcache Active Cycles
If (MSHR table is not empty) // having pending cache miss
Active_cycle ++;
Else if (Load/Store Unit is busy) //cache is accessing
Active_cycle ++;
Else
Active_cycle does not change

The C-AMAT value for L1 Dcache in simulated GPGPU
architecture is measured in our experiments. The two-parameter
C-AMAT measurement methodology is employed, which
measures TMemCycle and CMemAcc. Fig. 5 and Fig. 6 show the L1 CAMAT values of 15 SM cores for B+Tree and Particular Filter
applications, respectively. We can observe two phenomena
through the figures. One phenomenon is that L1 Dcache C-AMAT
values vary largely for different CUDA applications. For example,
the average L1 cache C-AMAT value is about 10 for B+Tree, but
for Particular Filter it is about 40 which means the L1 Dcahe
performance of Particular Filter is four times worse than that of
B+Tree. It is because B+Tree is cache friendly application while
Particular Filter is cache unfriendly application. This implies that

The CML only needs two long-bit sized registers (e.g., 64-bit
register is sufficient for most computer systems) and some
detecting logic. One register counts the total number of memory
access cycles; the other counts memory accesses. While a memory
accesses counter is already provided by existing GPGPU
performance counters, the CML just reads this count and does the
C-AMAT calculation with these two counters as Eq. (1) shows.

4

EXPERIMENTAL SETUP AND RESULTS

A detailed simulation model of GPGPU in GPGPU-Sim simulator
was adopted, which simulates NVIDIA's Fermi and GT200
architectures. This simulator also includes an integrated and
validated energy model, GPUWattch. The intention of GPGPUSim is to provide a substrate for architecture research rather than
to exactly model any commercial GPU.
In our experiments, we use GPGPU-Sim version 3.1.0, a
cycle-level version that focuses on "GPU computing" (general
purpose computation on GPU). Table 2 shows the details of the
key simulation configuration parameters and their values. We
simulate GPGPU architecture with 15 processing clusters, and 1
SM core per cluster. The employed warp scheduler uses GTO
(Greedy Then Oldest) scheduling policy. There are 16 register
4

Figure 5: L1 Dcache C-AMAT values of 15 SM cores for
B+Tree
different applications have different types of data requests,
leading to totally different data access pressure on GPGPU
memory hierarchy (L1 Dcache in this example). Therefore, we
need to adjust the data requests and the data supply to make them
match each other, to achieve an optimized performance. Another

Evaluating GPGPU Memory Performance Through the C-AMAT
Model
phenomenon we have observed is that even for the same
application, the L1 cache C-AMAT value for different SM cores
are also different. For example, in B+Tree application, the
smallest C-AMAT value is about 9, but the biggest C-AMAT
value is about 11.5; in the Particular Filter application, the
smallest C-AMAT value is about 38, but the biggest C-AMAT
value is up to 48. This implies that different SM cores have
different data requests. Therefore, the optimization work is also
needed at SM core level to balance the workloads between SM
cores. Please notice here the balance is on data accesses, which is
not necessarily the same as operation count.

MCHPC’17, November 2017, Denver, CO USA
application domain. We have also designed a C-AMAT
measurement methodology for GPGPU. Based on the design of
measurement, the C-AMAT values of the L1 Dcache of GPGPU
are measured and studied. The modern GPGPU system simulator,
GPGPU-Sim, is enhanced for the C-AMAT measurement.
Through experimental results, we can see that the L1 Dcache
performances of GPGPU are very different among different
applications and among different SM cores, which lead to future
performance optimizations for GPGPU memory systems.
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